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Abstract 

Increasing efficiency in biometric authentication via speech recognition and 

identification and its use in mobile devices has been one of the most invested 

researches worldwide in computing industry. Since the very initial state of using speech 

recognition algorithms towards very recent time even in the current year 2018, different 

strategies and combinations have been used to optimize the result in order to surpass 

human recognition capacity and achieve even more! 

For long many years, various speech signal processing techniques have been 

experimented and optimized using expectation maximization or gradient descent 

optimization or their variations across end-to-end speech feature extraction and 

recognition scheme, but the result was below the satisfactory limit despite multitude of 

time, cost and effort have been invested.  

Very recently, huge improvement of computing power of devices, made it possible to 

use complex multi-layered neural network technologies (i.e., deep learning or deep 

neural network) such as convolutional net, long short term memory, bidirectional 

recurrent neural network as well as complex statistical or evolutionary strategies and its 

variations to optimize further the results reducing the error rates.  

To this end, using series of combination of various deep learning algorithms across 

end-to-end speech features and language modelling it has been possible by some big 

companies and join venture investments to attain a somewhat notable achievement: that 

the experiment just surpassed the human efficiency.  

But, still we have been far way behind the recognition efficiency to be more promising, 

to identify a practically useful and achievable optimal solution which can equally 

perform in noisy environments and mutations of speech features.  

This thesis work has emphasized mostly on how to devise an efficient technique that 

would reduce the time, cost and complexity of such huge efforts so far done so that 

future improvements can be made on this optimum path.  
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To this end, it has been identified that text independent speech recognition can be 

efficiently trained, if deep learning technology with the guidance of genetic algorithm 

(GA) through intelligently choosing hyper-parameters of the networks can be adopted.  

It has been experimented that series of iterations to estimate and re-estimate the hyper-

parameters can lead to a better and optimal solution with extremely less time and cost. 

It can be calculated that the runtime is O(No. of generations) instead of O(variations ^ 

network parameters), to save time extremely compared to legacy processes of selecting 

series of deep learning networks.  

As a way forward, we have suggested more automated parameter fixing followed by 

automated iterations can be a future attempt for such implementation. 

 



1 

 

 
 

CHAPTER 1 

INTRODUCTION 

1.1 Introduction 
Recently mobile devices, wearable devices, intelligent living room devices, and in-

vehicle infotainment systems are growingly becoming popular. As these portable 

devices have grown to cover and control most of the technologies world-wide1 used, 

with enhanced ease of use of the mobile applications, these devices and technologies 

used there have become part and parcel of human life and assets with the information in 

the center. Therefore, hacking and unauthorized usage are now naturally growing issues 

for these devices and applications onto them2. This leads to prioritized security and 

authentication[1] processes there ensuring the personal and organizational data and 

control.  

It has now been established that multi factor authentication with one being a biometric 

is fundamentally highly secure and convenient than other legacy authentication 

alternatives assuring identity and knowing ―who‖ to a high degree of certainty[2]. So, 

biometric authentication has become one of the most prominent technologies, using 

unique features of human physiological or behavioral characteristics[3]. When identity 

is thus firmly established, the use of mobile devices in authentication offers greater 

                                                 
1 As predicted that the number of mobile-connected devices per capita in the world will reach 1.5 by 

2020 where more than 60% of those will be ―smart‖ devices[4], the massive volume of low-cost 

sophisticated wireless capabilities like amazing e-applications and secured e-transactions will be the 

attraction in the future[1]. 

2 It has been studied that revenue growth surrounding biometrics in the banking sector globally will be 

driven by an increased emphasis on protecting financial transactions from fraud, identity theft and 

security breaches[5].  
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personalization and better seamless experience for authorizing users using that 

identification3.  

However, recent applications in biometric authentication algorithms suffer from 

problems including large size, operational complexity and extremely high cost, where 

desired implementation must be quick, convenient, robust and highly secure [6][7][8].  

When interaction modalities for the handheld and movable devices via legacy keyboard 

and mouse are becoming less convenient where mobility is the issue, speech, being the 

natural way of human–human communication and a skill that majority of people 

already have, is becoming a more natural4 and therefore favorable interaction modality 

on these devices and systems [4].  

Therefore, to interact with mobile devices in more secured and authenticated way, 

speech has now become the most natural and promising area of interest [9][10] with the 

following pros and cons [11]: 

Advantages: 

 All the mobile phones already have microphones to capture voices. 

 Mobile phones provide natural and comfortable way of communication. 

 Voice biometric has the advantage of enabling remote applications5[12]. 

 It is the most sought for technology by the users [13]. 

                                                 
3 It has been predicted that, 5.5 billion biometrically-enabled mobile devices will be in use by 2022, 

including fingerprint and face scans, and by this time global mobile biometric market revenues will reach 

$50.6 billion annually. This includes annual biometric sensor revenue $3.1 billion from 2.7 billion 

biometrically authenticated mobile devices, annual revenues from direct purchase and software 

development fees of $29.2 billion from 16.7 billion biometric app downloads, and annual authentication 

fees of $18.3 billion from 1.37 trillion biometrically secured payment and non-payment transactions[5].  

4 From all the ready- to- be-implemented biometric methods, speech recognition can be deemed the most 
feasible worldwide, covering the devices with or without camera and other smart features. 
5 Some promising biometrics like fingerprint as a mode of biometric authentication has negative 

implications and can only be used as identification when the person is physically present at the site, so 

cannot be used remotely [10]. 
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 It can show promising performance results because of increasing processing 

power in recent devices. 

 While asking for information to a call center, it can be transparent to the user of 

a mobile phone. 

Drawbacks: 

 Speech biometric is generally very constrained with noise. 

 Voice of the people can change depending on sickness, mood, the time of the 

day, age or injuries. 

 The most comfortable systems and those with best performance are based on 

passphrases, but false acceptance rate (FAR) increases a lot when impostors 

know somehow the probable sentences.  

 Systems based on text-independent require long conversations to train and 

access.  

 The processing of speech signals is hard. The analysis is complex and often 

require long and complex experiments to optimize the solutions. 

 Robust algorithms are needed to address the degradation if speech over the 

mobile communication environment [12]. 

 Voice is quite easy to capture or replicate. There are many possible attacks to 

these systems and countermeasures are yet to be promising. 

It has been established that a user borne device (what a user has), a biometric feature 

(what a user is) and an answer to a randomized question (what a user knows) increases 

the robustness of identity-proofing process[3]. Therefore, while with lower processing 

capacity, memory and fixed-point architecture (in lower end models), mobile devices 

have to face more limitations in terms of attaining required speed and accuracy[4][14] 

and fighting with imposters[3], the task of overcoming these is highly challenging6 and 

therefore has a huge scope for improvement and interest.  

                                                 
6 That is, to increase the accuracy of authentication in terms of FAR (False Acceptance Rate), FRR (False 
Rejection Rate) and Equal Error Rate (EER) [EER is the point where FAR=FRR], as well as decreasing 
the WER (Word Error Rate). 
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1.2 Motivation 
Since long, various speech signal processing techniques like combining Mel Frequency 

Cepstral Coefficeints(MFCC), Gamma-tone frequency cepstral coefficients (GFCC) 

and perceptual linear prediction (PLP) with Gaussian Mixture Model (GMM), Hidden 

Markov Model (HMM) or Dynamic Time Warping (DTW) have been experimented by 

multitude of researchers and scientists working on speech recognition. But such 

experiments could not provide the expected outcome (even could not surpass human 

recognition efficiency [pls see the Table 2.1]. In last couple of years, researchers 

concentrated more on using deep neural network (DNN) architectures and other 

optimized versions of complex gradient descent techniques as the computing power of 

devices has tremendously been improved. 

After multiple years of research, experience and trial and errors, several DNN 

architectures seem promising in substantial number of areas like biometric recognition 

and machine learning: Convolutional Neural Network (CNN), Long Short Term 

Memory (LSTM), Bidirectional Recurrent Neural Network (BRNN) and their 

variations ultimately proved useful. Now, speech recognition, also like other areas of 

biometric, has become at par with human made recognition in terms of accuracy and 

speed[15][16][17].  

However, the main challenge in devising such deep neural network is to identify the 

most optimized network which may have many units, types, (e.g., convolution, pooling, 

memorize, recurrence and normalization), sequences and techniques (optimization, loss 

parameters and activation, etc.). Optimizing so many parameters in a reasonable 

amount of time is computationally expensive and complex. 

Where neural network architecture design can be viewed as the model selection 

problem in speech recognition or such other machine learning schemes, to identify the 

complete end-to-end solution which is the most optimal and less time consuming 

method, can be a way forward. Therefore, we can view dealing such network 

architecture design as an optimization problem over hyper-parameters (such as the 

number of layers and neurons, activation function, loss parameters and optimization 

function, etc.) as a viable solution.  
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The most current optimized deep network in speech recognition can now just bypass 

human efficiency, not more as expected. To overcome this, using evolutionary 

computation such as Genetic Algorithm (GA) and its variations can be candidates to 

solve such optimization problem at ease.  

Considering the deep learning architecture over variable-length network structures, 

connection drop out, recurring ratios and such other parameters over the search space, 

we can consider the performance of the network as the fitness of the architecture. Based 

on this fitness evaluation, an evolutionary algorithm should optimize the DNN 

architectures in order to automatically find the competitive network compared with 

state-of-the-art models.  

Hence, the motivation of this thesis is to analyze an effective evolutionary algorithm, 

which can optimize the deep network architecture in reasonably less time, cost and 

effort.  

1.3 Objective  
Present work is mainly to contribute with the following objectives: 

i. Identify challenges in the smooth and faster recognition of spoken words 

during the training phase, which can be later used in mobile devices 

ii. Analyze and devise a technology to best perform for mutated speeches (i.e., 

change of persons or tone or voice level)  

iii. Compare the outputs with the expected results and formulate the necessary 

recommendations. 

1.4 Organization of the Thesis 
The thesis consists of five chapters and two appendices.  

Chapter 1 presents an introduction to the study. It includes the research background, 

objectives, scope of work and outline of methodology. 

Chapter 2 deals with literature review. It has 4 sections. First section illustrates 

concepts around speech, speaker and speech feature recognition, voice activity 

detection, use cases and comparison among several research outcomes. Second 

section deals with different models used for similar research work. It illustrates 
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Gaussian Mixture Models, Neural Network and its variations, hybrid models like 

Evolutionary Algorithms with Neural Network and DNN-HMM combinations. 

Third section deals with the challenges faced in similar researches, vulnerabilities 

and cost. And the last section deals with past experiments over several speech 

databases and the outcomes. 

Chapter 3 deals with the current experiment. It explains the chosen platform, 

compiler and language, data set, authentication framework, proposed solution and 

details of the experiments. 

Chapter 4 deals with the results, comparisons and optimization steps with 

discussions around. 

Chapter 5 deals with conclusions and recommendations of this research work. 

Appendix A provides the outputs of the experiments under this work. 
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CHAPTER 2 

LITERATURE REVIEW 

This chapter deals with literature review. It has 5 sections. Section 2.1 illustrates 

concepts around speech, speaker and speech feature recognition, voice activity 

detection, use cases and comparison among several research outcomes. Section 2.2 

deals with different models used for similar research work. It illustrates Gaussian 

Mixture Models, Neural Network and its variations, hybrid models like Evolutionary 

Algorithms with Neural Network and DNN-HMM combinations. Section 2.3 deals with 

the challenges faced in similar researches, vulnerabilities and cost. Section 2.4 

describes some terminologies used in similar experiments and section 2.5 deals with the 

past experiments over several speech databases and the outcomes. 

2.1 Speech Recognition and Authentication Concepts 
To authenticate a speech signal, three items are to be recognized and verified: Speech, 

Speaker and Speech Features. In the below sections, all three items are described in 

detail with pros and cons. 

2.1.1 Speech Recognition 

 The speech recognition system has four main components [4]:  

a) Signal processing and feature extraction: 

The signal processing and feature extraction component takes the audio signal as 

input, enhances the speech by removing noises and channel distortions, converts the 

signal from time-domain to frequency-domain and extracts main feature vectors 

suitable for the selected acoustic models.  

b) Acoustic model (AM): 

The acoustic model integrates knowledge about acoustics and phonetics, takes the 

features generated from above ‗signal processing and feature extraction‘ component 

as input, and generates an AM score for the variable-length feature sequence. 
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The two main issues to deal with by the AM component are the variable-length 

feature vectors and variability in the audio signals, as described in section 2.1.3.  

c) Language model (LM): 

The language model estimates the probability of a hypothesized word sequence, or 

LM score, by learning the correlation between words from a training corpora 

(typically text). The LM score often can be estimated more accurately if the prior 

knowledge about the domain or task is known. 

d) Hypothesis search:  

The hypothesis search component combines AM and LM scores given the feature 

vector sequence and the hypothesized word sequence, and outputs the word 

sequence with the highest score as the recognition result. 

2.1.2 Speaker Recognition 

Speaker recognition is the process of automatically recognizing who is speaking by 

using speaker-specific information included in the voice waves [18]. Generally, the 

sensor required is a microphone that captures the voice at a sampling rate, which is 

always available with quality in a mobile phone [19] and sends these data to a 

computing device, responsible for analyzing it. In addition to physical differences in 

speech signal data, each speaker has his own particular accent, rhythm, intonation style, 

pronunciation pattern, choice of vocabulary, etc. [20]. 

Like any other biometric recognition, speaker recognition can be classified into speaker 

identification and speaker verification or authentication [21][22]. Identification is the 

process of determining from which of the registered speakers a given utterance comes. 

Verification is the process of accepting or rejecting the identity claim of a speaker. In a 

sense, speaker identification is a 1:S match where the voice is compared against S 

templates (also called "voice prints" or "voice models"), whereas speaker verification is 

a 1:1 match where one speaker's voice is matched to one template. 
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Figure 2.1: (a) Speaker identification, (b) Speaker Verification 

Three types of speaker verification technology can be used: text-independent, text-

dependent or text-prompted [23] [24][25][26]: 

 Text dependent: Text-dependent technology is usually based on template-

matching techniques. The user is recognized when saying the specific word or 

phrase (represented by a sequence of feature vectors, which are generally short-

term) s/he was enrolled with. This means that the Speaker Recognition Systems 

knows a priori the sentence (i.e., the sequence of feature vectors) the person is 

going to say, giving a lot of information to the system. In general, these systems 

have better performance and are simpler than the text-independent systems. At 

present, text dependent speaker verification systems are more useful for 

verification/ authentication purposes and more commercially viable for 

applications since a cooperative action is required to accomplish the 

authentication. 

 Text independent: The user is recognized when s/he is having a conversation, no 

matter which words are being pronounced. This is a much more complicated 

scenario but more flexible. It is quite used for transparent and forensic 
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identification [21]. Text independent systems are more useful for background 

recognition and liveness detection [27]. 

 Text prompted: In the text-prompted speaker recognition method, the 

recognition system prompts each user with a new key sentence every time the 

system is used and accepts the input utterance only when it decides that it was 

the registered speaker who repeated the prompted sentence. The sentence can be 

displayed as characters or spoken by a synthesized voice. Because the 

vocabulary is unlimited, prospective impostors cannot know in advance what 

sentence will be requested, thus reducing the challenge in other two by playing 

back the recorded voice of a registered speaker saying the key words or 

sentences and thus, can be accepted as the registered speaker [28].  

Such an identification and verification of a speaker comprises three processes 

[27][29][30]:  

 Feature extraction,  

 Speaker modeling, and  

 Decision making using pattern classification methods.  

For speaker modeling7, the prime chosen approach in both the commercial and research 

systems has been the use of Gaussian mixture models (GMMs) to model distributions 

of spectral information across short time frames [21][31]. This approach, reflecting 

information about a speaker‘s vocal physiology and not relying on phonetic content, is 

simple, highly successful, and has further the advantage of applicability to text-

independent recognition schemes. 

In testing any speech authentication method with an enriched corpus, random scenarios 

[32] and environments mixed with additional packet loss and noise [32][34] have also 

to be examined. The performances of any selected method can then be measured in 

                                                 
7 Recognition decisions are usually made based on likelihoods of observing feature frames given a 

speaker model. Such systems usually do not perform well under noisy conditions[30] because extracted 

features are distorted by noise, causing mismatched likelihood calculation. 
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terms of Equal Error Rate8 (EER), recognition accuracy rate and ultimate verification 

time [35]. 

2.1.2.1 Noisy Conditions 

It has been studied that conventional speaker recognition systems perform poorly under 

noisy conditions, especially when legacy speech feature extraction methods like Mel-

frequency cepstral coefficients (MFCC9) are used[36]. Inspired by auditory perception, 

computational auditory scene analysis (CASA) [36] typically segregates speech by 

producing a binary time–frequency mask. This research investigated CASA for robust 

speaker identification first introducing gammatone frequency cepstral coefficient 

(GFCC), based on an auditory periphery model, which showed that this feature captures 

speaker characteristics and performs substantially better10 than conventional speaker 

features under noisy conditions. To deal with noisy speech, CASA separation has been 

applied and then corrupted components were either reconstructed or marginalized 

indicated by a CASA mask, and it proved to be effective.  

2.1.3 Speech Features Recognition 

Like speech and speaker recognition, the speech features recognition methods rely on 

short-term feature extraction followed by speech pattern classification [37][38][39].  

Usually, the speech features can be divided into high-level features, i.e., variability, that 

capture phonetic, prosodic, and lexical information and low-level characteristics, i.e., 

variable length features reflecting voice parameters [18][4].  

2.1.3.1 Use of Low Level Features, i.e., Variable Length Features 

The variable length feature problems are related to spectrum, and often addressed by 

techniques such as dynamic time warping (DTW) and hidden Markov model (HMM) 

[4]. These features are easy to be extracted and are almost always applied to automatic 

                                                 
8 Where FAR=FRR 
9 The mel-frequency cepstrum (MFC) is a representation of the short-term power spectrum of a sound, 

based on a linear cosine transform of a log power spectrum on a nonlinear mel scale of frequency. 

10 It has been further supported by another experiment that, if Gammatone frequency cepstral coefficients 
(GFCC) can be used, such features perform better in noisy conditions[41]. 
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speaker recognition with the further advantage of applicability to text-independent 

recognition since it does not rely on phonetic contents[18][40].  

Regarding the low level feature extraction, different parameterizations of the short and 

long-term spectrum have been popular. Typically, extracted speaker features are short-

time cepstral coefficients such as mel-spectrum and Mel-frequency cepstral coefficients 

(MFCC), relative spectral transform-perceptual linear prediction (RASTA-PLP) and 

other PLP coefficients, or long-term features such as prosody [42]. The mel frequency 

cepstral coefficient (MFCC), a compact and effective representation of the acoustic 

signals, actually takes into consideration the characteristics of the human vocal system 

[43]. 

Even though a few studies [12] have also attempted to use alternative time and 

frequency domain features, such as zero crossing rate, spectral flux or spectral 

centroids, or even sparse time-frequency patterns [11], there is experimental evidence 

that such features can merely complement the MFCCs or MFCC-like spectral shape 

descriptors [8].  

MFCC features are also used in the ETSI standard front-end for distributed speech 

recognition (DSR) and therefore, integrating context or environment detection for 

improved ASR model adaptation would not increase overhead at frontend. 11 

By far, MFCC and GMM have been the most prevalent feature and classifier (acoustic 

model) respectively in the past, used to represent a voice signal for feature extraction 

and feature representation in speaker recognition systems using short time frames of 

speech [18][35][44]. 

In the 1990s, the GMM-HMM acoustic models have been trained using the maximum 

likelihood (ML) training criterion. In 2000s, the sequence discriminative training 

algorithms such as minimum classification error (MCE) and minimum phone error 

(MPE) were proposed and further improved the ASR accuracy.  

                                                 
11 We also utilized the standard MFCCs in our experiment with their first and second order time 
derivatives, the delta and double delta coefficients. 
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In recent years, discriminative hierarchical models such as deep neural networks 

(DNNs) has become feasible and significantly reduced error rates, a combining result of 

the continued improvements in the computation power, availability of large training set, 

and better understanding of these models [4].  

2.1.3.2 Use of High Level Features, i.e., Variability 

The variability in the audio signals is caused by complicated interaction of speaker 

characteristics, i.e., emotion or other states (e.g., gender, illness, or stress), speech style 

and rate, environment noise, side talks, channel distortion (e.g., microphone difference), 

dialect differences, and nonnative accents. A successful speech recognition system 

must satisfy with all of these acoustic variability. 

Higher-level speech information, i.e., variability can significantly improve performance 

when combined with lower-level cepstral information. Higher-level information also 

offers the possibility of increased robustness to channel variation, since features such as 

lexical usage or temporal patterns do not change with changes in acoustic conditions. 

And finally, higher-level features can provide useful metadata about a speaker, such as 

what topic is being discussed, how a speaker is interacting with another talker, whether 

the speaker is emotional or disfluent, and so on [18]. 

2.1.4 Voice Activity Detection 
Rabiner and Sambur [45] proposed an algorithm for voice activity detection that is 

based on measurements of energy and zero crossing rate. The main idea of this 

algorithm is the following: 

i) Divide the speech signal into frames;  

ii) Calculate the energy and the zero crossing rate for each frame;  

iii) Compare with pre-established thresholds,  

iv) Define the endpoints of each word.  

These thresholds define the characteristic values of the parameters for silence or 

background noise.  

The start of the recording interval is considered to have only silence or noise signal. 
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Initially the energy values of each frame are compared with the thresholds and 

candidates qualified to be the endpoints of the word are defined.  

Next, the zero crossing rate is analyzed in an interval of S frames from the points 

which are candidates to be the start and the end of the voice signal to improve the 

location of the words that begin or end with fricative consonants.  
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Table 2.1: Speaker Recognition Systems with/ without Smartphones 

Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

[15] 2017 Feature size 

40x7xt with 

512 hidden 

units per 

direction, per 

layer 

CNN (two types: 

ResNet, LACE) + 

BLSTM without 

frame-skipping 

No Added LM 

rescoring after 

confusion 

network, 1-bit 

SGD 

parallelization 

LDC 

Broadcast 

News corpus 

and UW 

Conversational 

Web corpus 

WER of 

5.1% 

Surpassed 

Human 

accuracy 

[16] 2018  TDNN + TDNN-

LSTM + CNN-

bLSTM + Dense 

TDNN-LSTM 

across two kinds of 

trees 

No  TED-LIUM 

release 2 and 

LibriSpeech 

data 

WER 

3.19% on 

Test with 

7.64% on 

others 

Surpassed 

Human 

accuracy 

[46] 2017 Connectionist 

temporal 

classification-

based (CTC) 

acoustic model 

Recurrent neural 

network transducer 

(RNN-T): A twelve-

layer LSTM encoder 

with a two-layer 

LSTM decoder 

No Through a 

streaming, all-

neural, 

sequence-to-

sequence 

architecture 

Trained with 

30,000 

wordpieces 

WER of 

8.5% on 

voice 

search and 

5.2% on 

voice-

Better than 

baseline at 

8.3% on 

voice-search 

and 5.4% on 

dictation 
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Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

dictation 

[17] 2016  HMM-TDNN 

trained with MMI + 

data augmentation 

(speed) + iVectors + 

3 regularizations 

No With phone n-

gram language 

model, fine 

tuning by 

word-lattice 

based 

sMBR 

objective 

function 

Fisher, 

Switchboard 

WER of 

4.28% 

Surpassed 

Human 

accuracy 

[35]  2013 MFCC HMM No  NATO words WER of 

25% 

 

[47] 2013  Hierarchical 

Multilayer Model 

Yes  MyIdea [48] EER of 

0.84%,4.11

% without 

/ with 

imposters 

Constrained 

temporal 

structures 

[49] 2013 iVector 

MFCC, LFCC, 

  Fusion of 9 

subsystems 

MOBIO[51] EER of 

10% 

Real noise, 

text 



17 

 

 
 

Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

PLP and gender 

independent 

training 

females 

and 7% 

males 

independent 

[50] 2013    Fusion of all 

12 procedures 

MOBIO[51] EER of 7% 

females 

and 4.8% 

males 

Real noise, 

text 

independent 

[52][53]  2013 MFCC GMM  Vaulted Voice 

Verification 

(V3) 

MIT database 

[54] 

EER of 

6%. 

Fusion of 

text 

independent, 

dependent 

[35] 2013 MFCC VQ Yes Android 
implementation 

18 speakers EER of 

4.52%  

 

[55] 2013 LFCC DTW Yes  16 speakers FAR of 

13%, FRR 

of 12%. 

Same 

passphrase 

[56] 2012 LFCC HMM  speech and 

speaker 

recognition 

RSR2015 EER 

around 1% 

per males 

Long 

enrolment 
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Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

and 

females 

[57] 2012 MFCC GMM Yes Voice Activity 

Detection 

MIT database 

[54] 

  

[58] 2012 MFCC kNN,VQ,GMM, 

SVM 

Input     

[59] 2012 MFCC PLDA Yes     

[60] 2012 MFCC VQ No     

[61] 2012 MFCC VQ No     

[62] 2012 MFCC GMM Yes     

[63] 2012 MFCC, LPC, 

PLP 

SVM Input     

[11] 2012 MFCC VQ Yes     

[64] 2012 MFCC GMM No     

[65] 2012 MFCC GMM  ISV, JFA 

Session 

variability 

model 

 

MOBIO[51] HTER of 

8.9% in 

males and 

15.3% in 

females 
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Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

[66] 2011 MFCC GMM Input     

[67] 2011 MFCC ANN Yes  15 speakers EER of 7-

8%. 

Same word 

[68] 2011 MFCC, 

Dynamic 

Coefficients 

DTW Yes  23 speakers CIR of 

80% in <1 

sec., 96% 

in 3 times 

delay 

Same word 

(―airplane") 

 

[70] 2011 MFCC GMM (UBM) No Additionally, 

Capstrul mean 

normalization 

BioTechDat 

[71] 

EER of 

4.8%. 

Noisy 

environment 

 

[72] 2011 MFCC, LFCC GMM   50 speakers 96.7% 

identificati

on in clean 

data, for 

noise 88% 

(10dB 

SNR), 

79.4% 

Synthetic 

noise 

added 
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Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

(0dB SNR) 

and 76.7% 

(-5dB) 

[73] 2011 Low-level 

features 

MLP   CHAINS 

corpus[74] 

CIR of 

80% 

Different 

environment 

conditions 

[75] 2010 MFCC ANN No     

[76] 2010 MFCC GMM,SVM No JFA + i-vector 

 

MOBIO[51] EER of 

10.47% 

(male) and 

10.85% 

(female) 

1st Mobio 

Evaluation 

 

[77] 2010 MFCC GMM Yes     

[78] 2009 MFCC,SD GMM No     

[79] 2008 AM-FM 

framework 

GMM   CHAINS 

corpus[74] 

CIR of 

90% 

Different 

environment 

conditions 

[33] 2007 DLFBE GMM Yes  MIT database 

[54] 

6.50% of 

EER in 

Lombard 

effect 
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Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

office-

office and 

12% in 

office-

street 

 

[54] 2006 MFCC GMM Yes  MIT database 

[54] 

EER 

obtained is 

7.8% in 

office, 

10% in 

lobby, 

11.1% in 

street. 

Lombard 

effect 

 

[80] 2006 DLFBE Wiener filter and a 

universal 

compensation 

process 

Yes  MIT database 

[54] 

EER of 

10.19% 

Lombard 

effect 

 

[81] 2004 MFCC VQ Yes     

[82] 2003 MFCC DTW, VQ   BioID[83] 2.7% EER  
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Referen

ces 

Year Features Classifiers Mobile 

implementa

-tion 

Special 

Methods 

Database 

Used 

Error% Comments 

[21] 1995  GMM  Background 

normalization. 

Likelihood 

ratio test 

TIMIT, 

NTIMIT, 

YOHO, 

Switchboard 
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2.1.5 Some Use Cases: 
Recently, the use of multifactor authentication has increased, as has the use of biometric 

factors that includes voice, and speech. For example[84]: 

Google Trusted Voice: 

Available in early 2015, this voice recognition tool allows an Android smartphone 

to be unlocked with a voice command. After setting up the service, whenever a user 

says "Ok Google" from a secure lock screen, Google can be asked to do things for 

the user, or visit sites, without manually unlocking the device. 

Many banks are using voice recognition to improve the customer experience with both 

mobile and call centers. Organizations using voice recognition include the following: 

• Canadian bank Tangerine combines voice recognition with speech recognition, 

using Nuance for voice banking users to interact with the mobile banking app 

through a conversational interface. 

• USAA, ING, US Bank, and the Polish banks Meritum Bank and Bank SMART 

all use voice recognition. 

• Wells Fargo is using SpeechPro‘s biometric technology, which combines voice, 

facial, and anti-proofing ―liveness‖ tests to authenticate customers. 

• Varam Capital, a provider of micro-finance inclusion solutions in India, is using 

SayPay to authenticate payment transactions with voice. 

2.2 Different Speech Recognition Models 

2.2.1 Gaussian Mixture Models 

Gaussian Mixture Models (GMMs) have been widely used in density modeling and 

clustering. The GMM as a statistical model for Fourier-spectrum-based speech features 

plays an important role in modelling the distribution of feature vectors of speaker 

utterances.  
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Generally, the system has one GMM for each speaker [21]. GMMs are considered to have 

a universal approximation ability because they can closely model any density function 

provided that it contains enough mixture components [85].  

Let X = {x1, x2, ..., xN} be a data set of N vectors xn, each having a d-dimensional feature 

vector extracted from utterances of a speaker. Since the distribution of these vectors is 

unknown, a Gaussian mixture can be used to approximately model this distribution. The 

GMM is a weighted sum of M mixture components of multivariate Gaussians, each one 

represented by 

   (1) 
 

 

where μ is the mean vector, and Σ is the covariance matrix. The GMM can be represented 

as, 

     (2) 
 

having the component weight defined as,  

In the training phase, the GMM parameters are estimated such that they best match the 

distribution of the training vectors. The most popular estimation method is the maximum 

likelihood (ML) estimation, generally executed with the Expectation-Maximization (EM) 

algorithm [86].  

For a sequence of training vectors X, the current likelihood of the GMM is: 

       (3) 

 

where λ is the parameter model, μ and Σ, of the Gaussian distribution.  
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The aim of ML estimation is to obtain a new parameter model such that p(X| ̅) > p(X|λ). 

Maximizing this function directly is not easy and is computationally expensive, hence an 

auxiliary function Q is used: 

   (4) 

 

where p(i|xn, λ) is the posteriori probability for the component i, i = 1, ...,w and satisfies, 

 

    (5) 

 

The maximization of the Q function is performed using the EM algorithm. The basics of 

this algorithm is: if Q(λ, ̅) ≥ Q(λ, λ) then p(X| ̅) ≥ p(X|λ)[18]. 

EM is an iterative algorithm that consists of two steps: the expectation step and the 

maximization step.  

The aim of the expectation step is to find the value of the likelihood, p(X|λ), assuming the 

current values of λ for the GMM. In the maximization step, the values of λ (μ, Σ and the 

component weight, W) for all Gaussian component i in the GMM are updated to  ̅ such 

that, 

      (6) 

 

   (7) 

 

and,  

      (8) 
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The process of training a GMM is described in four steps as follows: 

Step 1: Generate the first posteriori probability p(i|xn, λ) following equation (5) and using 

random values for λ; 

Step 2: Compute a new  ̅ by updating the values of μ, Σ and W using equations (6), (7) and 

(8), respectively; 

Step 3: Update the posteriori probability p(i|xn, λ) using the new values of λ computed in 

Step 2; 

Step 4: Compute the auxiliary Q function following equation (4). Stop the training process 

if the increase in the value of Q at the current iteration relative to the value of Q at the 

previous iteration is below a chosen threshold, otherwise go to the next iteration starting at 

Step 2. 

2.2.2 The HMM and Variants  
The popularity of the HMM in speech recognition stems from its ability as a generative 

sequence model of acoustic features of speech. One most interesting and unique problem in 

speech modeling and in the related speech recognition application lies in the nature of 

variable length in acoustic feature sequences. This unique characteristic of speech rests 

primarily in its temporal dimension. That is, the actual values of the speech feature are 

correlated lawfully with the elasticity in the temporal dimension. As a consequence, even if 

two word sequences are identical, the acoustic data of speech features typically have 

distinct lengths. For example, different acoustic samples from the same sentence usually 

contain different data dimensionality, depending on how the speech sounds are produced 

and in particular how fast the speaking rate is.  

Further, the discriminative cues among separate speech classes are often distributed over a 

reasonably long temporal span, which often crosses neighboring speech units. Other 

special aspects of speech include class-dependent acoustic cues. These cues are often 

expressed over diverse time spans that would benefit from different lengths of analysis 

windows in speech analysis and feature extraction. 
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The view that speech is a one-dimensional temporal signal in contrast to image and video 

as higher dimensional signals, is simplistic and does not capture the essence and 

difficulties of the speech recognition problem. Speech is best viewed as a two-dimensional 

signal, where the spatial (or frequency) and temporal dimensions have vastly different 

characteristics, in contrast to images where the two spatial dimensions tend to have similar 

properties. The ―spatial‖ dimension in speech is associated with the frequency distribution 

and related transformations, capturing a number of variability types including primarily 

those arising from environments, speakers, accent, speaking style, and speaking rate, etc. 

The latter induces correlations between spatial and temporal dimensions, and the 

environment factors include microphone characteristics, speech transmission channel, 

ambient noise, and room reverberation. 

The temporal dimension in speech, and in particular its correlation with the spatial or 

frequency-domain properties of speech, constitutes one of the unique challenges for speech 

recognition. The HMM addresses this challenge to a limited extent. In this case, a selected 

set of advanced generative models, as various extensions of the HMM, are aimed to 

address the challenge, where Bayesian approaches are used to provide temporal constraints 

as prior knowledge about aspects of the physical process of human speech production. 

2.2.3 GMM-HMM coupling  
In speech recognition, one most common generative learning approach is based on the 

Gaussian-mixture-model based hidden Markov models, or GMM-HMM. Basically, a 

GMM-HMM is a statistical model that describes two dependent random processes, an 

observable process, and a hidden Markov process. The observation sequence is assumed to 

be generated by each hidden state according to a Gaussian mixture distribution. A GMM-

HMM is parameterized by a vector of state prior probabilities, the state transition 

probability matrix, and by a set of state-dependent parameters in the Gaussian mixture 

models. In terms of modeling speech, a state in the GMM-HMM is typically associated 

with a sub-segment of a phone in speech. One important innovation in the use of HMMs 

for speech recognition is the introduction of context-dependent states, motivated by the 
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desire to reduce output variability of speech feature vectors associated with each state, a 

common strategy for ―detailed‖ generative modeling.  

A consequence of using context dependency is a vast expansion of the HMM state space, 

which, fortunately, can be controlled by regularization methods such as tying with the 

state. Such context dependency also plays a critical role in the recent advance of speech 

recognition in the area of discrimination-based deep learning, to be discussed in following 

sections. 

The introduction of the HMM and the related statistical methods to speech recognition in 

mid 1970s was due to the highly efficient EM (maximum likelihood) algorithm. This 

method, often called Baum-Welch algorithm, had been a main way of training the HMM-

based speech recognition systems until 2002, and is still one major step in training these 

systems nowadays.  

This Baum-Welch algorithm serves as one major motivating example for the later 

development of the more general EM algorithm. The goal of maximum likelihood or EM 

method (like Baum-Welch algorithm) in training of the GMM-HMM speech recognizers is 

to minimize the empirical risk with respect to the joint likelihood loss involving a sequence 

of linguistic labels and a sequence of acoustic data of speech, often extracted at the frame 

level.  

In large-vocabulary speech recognition systems, it is normally the case that word-level 

labels are provided, while state-level labels are latent. Moreover, in training of GMM-

HMM-based speech recognition systems, tying parameters is often used as a type of 

regularization. For example, similar acoustic states of the tri-phones can share the same 

Gaussian mixture model. 

The use of the generative model of HMMs for representing the dynamic speech pattern 

(piecewise stationary) and the use of EM algorithm for training the tied HMM parameters 

constitute one most prominent and successful example of generative learning in speech 

recognition.  
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This success12 has been widely spread to machine learning and related communities. In 

fact, the HMM has become a standard tool not only in speech recognition, but also in 

machine learning as well as their related fields such as bioinformatics and natural language 

processing.  

2.2.4 Multilayer Perceptron Neural Networks 

Multilayer Perceptrons (MLP) are neural networks (NN) with one or more hidden 

layers[87]. Each layer is composed of set of neurons. Two neurons belonging to adjacent 

layers are connected by directed arrows. This connection has a weight that ponders its 

degree of importance. One method to adjust the weights is the Backpropagation algorithm, 

which is a supervised learning algorithm by error correction. The Backpropagation 

algorithm is a generalization of the least squares algorithm and it aims to minimize the root 

mean squared error between the current network output and the desired output through 

gradient technique[88]. It consists of: 

Step 1 - Propagation: After presenting the input pattern, the response of a unit is 

propagated as input to the next units in the next layer until the output layer, where the 

network response is obtained and the error is calculated. 

Step 2 - Backpropagation: The synaptic weights are updated based on the difference 

between the output of the network and the desired output.  

Notable work using NN includes Waibel et al.‘s time delay neural network 

(TDNN)[89][90] and Morgan and Bourlard‘s artificial neural network (ANN)/ hidden 

Markov model (HMM) hybrid system [91][92]. 

The interest in neural network-based ASR renewed in ―The 2009 NIPS Workshop on Deep 

Learning for Speech Recognition and Related Applications‖[93], where Mohamed et al. 

from University of Toronto presented a primitive version of a deep neural network 

(DNN)—HMM hybrid system for phone recognition [94]. 
                                                 
12 For many machine learning as well as speech recognition researchers, the success of HMMs in speech 
recognition is a bit surprising due to the well-known weaknesses of the HMM in modeling speech dynamics. 
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Detailed error analysis and comparisons of the DNN with other speech recognizers were 

carefully conducted at Microsoft Research (MSR) jointly by MSR and University of 

Toronto researchers and relative strengths and weaknesses were identified prior to and 

after the workshop. See [95] for discussions and reflections on this part of early studies 

those were carried out with ―a lot of intuitive guesses without much evidence to support the 

individual decisions.‖ In [93], the same type of ANN/ HMM hybrid architecture was 

adopted as those developed in early 1990s [91][92] but it used a DNN to replace the 

shallow multilayer perceptron (MLP) often used in the early ANN/HMM systems. More 

specifically, the DNN was constructed to model mono-phone states and was trained using 

the frame-level cross-entropy criterion on the conventional MFCC features. They showed 

that by just using a deeper model they managed to achieve a 23.0% phone error rate (PER) 

on the TIMIT core test set. This result is significantly better than the 27.7 and 25.6% PER 

achieved by a mono-phone and tri-phone Gaussian mixture model (GMM)-HMM, 

respectively, trained with the maximum likelihood estimation (MLE) criterion [96], and is 

also better than 24.8% PER achieved by a deep, mono-phone version of generative models 

of speech developed at MSR but with distinct recognition error patterns [97]. 

Although their model performs worse than the tri-phone GMM-HMM system trained using 

the sequence-discriminative training (SDT) criterion, which achieved 21.7% PER on the 

same task, and was evaluated only on the phone recognition task, it has potential because 

in the past the ANN/HMM hybrid system was hard to beat the context-dependent (CD)-

GMM-HMM system trained with the MLE criterion and also because the DNN and the 

deep generative models were observed to produce very different types of recognition errors 

with explainable causes based on aspects of human speech production and perception 

mechanisms. In the meantime, collaborations between MSR and University of Toronto 

researchers which started in 2009 also looked carefully into the use of raw speech features, 

one of the fundamental premises of deep learning advocating not to use human-engineered 

features such as MFCCs. Deep auto encoders were first explored on speech historically, 

during 2009–2010 at MSR for binary feature encoding and bottleneck feature extraction, 

where deep architectures were found superior to shallow ones and spectrogram features 

found superior to MFCCs[98]. All the above kinds of insightful and exciting results and 
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progress on speech feature extraction, phone recognition, and error analysis, etc. had never 

been seen in the speech research history before and have pointed to high promise and 

practical value of deep learning. This early progress excited MSR researchers to devote 

more resources to pursue ASR research using deep learning approaches, the DNN 

approach in particular. A series of studies along this line can be found in [99]. 

2.2.4.1 Deep Neural Networks and Deep Learning 

In recent years, increased success of voice search (VS), short message dictation (SMD), 

large vocabulary continuous speech recognition (LVCSR) and virtual speech assistants 

(e.g., Apple‘s Siri, Google Now, and Microsoft‘s Cortana) was possible due to deep 

learning techniques and the use of big data with the significant increase in mobile 

computing ability [4]. 

Therefore, deep neural networks (DNNs) have become standard techniques in various 

speech and language applications including speech recognition and spoken term detection 

[100][101] and well-trained DNNs make it possible to build high-performance systems for 

such tasks.  

However, DNNs have very complicated configurations including network topologies and 

several tuning parameters (number of hidden states and learning rate in each layer) that 

greatly affect the performance of speech processing applications.  

DNN has another important configuration tuned by human experts that deals with the 

topologies of DNNs. In fact, the progress in neural network speech processing arises from 

the discovery of appropriate DNN topologies, e.g., deep layers, deep stacking networks, 

and tandem concatenation of original inputs with neural network (bottleneck layer) outputs 

for GMM features [102][103][104][105]. We call this problem the structure optimization 

of DNNs. There are several studies of structure optimization of Gaussian based models 

[106][107][108][109][110]; however, these studies do not address the optimization of 

DNNs.  
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It has been stated that a combination of a set of deep learning techniques has led to more 

than 1/3 error rate13 reduction over the conventional state-of-the-art GMM–HMM 

framework on many real-world LVCSR tasks and helped to pass the adoption threshold for 

many real-world users [4]. 

2.2.5 Evolutionary Algorithms with DNN 

Evolutionary algorithms are a generic term for nonlinear/ nonconvex optimization 

algorithms inspired by several biological evolution mechanisms, including genetic 

algorithms and evolution strategies, and are widely used in various applications.  

In evolutionary strategy (ES) or genetic algorithm (GA), breeding is where we take two 

members of a population and generate one or more child, where that child represents a 

combination of its parents. In neural network, each child is a combination of a random 

assortment of parameters from its parents. For instance, one child might have the same 

number of layers as its mother and the rest of its parameters from its father. A second child 

of the same parents may have the opposite. As such, this mirrors real-world biology and 

ultimately can lead to an optimized network quickly. 

Applications of evolutionary algorithms to acoustic modeling in speech processing have 

been studied by various researchers [112][113][114][115][116]. However, these 

approaches have been mainly focusing on model parameter optimization or several tuning 

parameters.  

There have been uses of a popular genetic algorithm[117] and different variations of 

covariance matrix adaptation evolution strategy (CMA-ES) [118] [119] as an evolutionary 

algorithm. They have the common functions of: 

                                                 
13 For example, the context-dependent (CD)-DNN-HMM achieved one third of error rate reduction on the 

Switchboard conversational transcription task over the conventional GMM-HMM systems trained with 

sequence discriminative criteria [111]. 
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1) Generating various vectors encoding system configurations, with multiple hypotheses 

created by a process of simulated biological gene generation in a genetic algorithm and by 

probabilistic random number sampling in CMA-ES and testing them.  

2) Scoring multiple DNN systems with these prepared configurations, including training 

and evaluation of DNNs to obtain the scores, usually taking very long time. However, this 

step can be parallelized for each configuration.  

These steps are iteratively performed to search the optimal tuning parameters within less 

time avoiding local minima and necessarily more converging towards global minima. 

A simple genetic algorithm is given below: 

Simple Genetic Algorithm over DNN 

 

It has been experimented that, an efficient optimization strategy for DNN structure and 

parameters using evolutionary algorithms can be used [120], with a binary vector based on 

directed acyclic graph (DAG) representation, where each connection between neuron 

modules is represented by a binary value. 
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Genetic algorithm (GA) and covariance matrix adaptation evolution strategy (CMA-ES) 

efficiently optimize the performance jointly with respect to the above binary values and the 

other tuning parameters.  

Experiments on phoneme recognition and spoken digit detection tasks show the 

effectiveness by discovering the appropriate DNN structure automatically [120].  

It also has been experimented that, GA and DNN perform jointly (often referred as Deep 

GA) much better than using DNN only [121].  

2.2.5.1 Performance evaluation using GA 

Let‘s say it takes five minutes to train and evaluate a DNN using a dataset. And let‘s say 

there are four parameters with five possible settings each. To try them all would take 

(5**4) * 5 minutes, or 3125 minutes, or about 52 hours. 

As an alternative, a genetic algorithm can be used to evolve 10 generations with a 

population of 20, with a plan to keep the top 25% (i.e., 5) plus a few more randomly 

selected to avoid local minima, so ~8 parents per generation. This means that in the first 

generation 20 networks are to be scored, say in 20 * 5 = 100 minutes. Every generation 

after that only requires around 12 runs to add additional 12 parents to make 20 population, 

where on each iteration 12 worst performers to die! That‘s 100 + (9 generations * 5 

minutes * 12 networks) = 640 minutes, or 11 hours. That means, the parameter tuning time 

can be reduced by almost 80% to find the optimum parameters. 

It has been observed that, the Deep GA can successfully evolve networks with over four 

million free parameters, the largest neural networks ever evolved with a traditional 

evolutionary algorithm [121]. Such results  

(1) expand the sense of the scale at which GAs can operate,  

(2) suggest intriguingly that in some cases following the gradient is not the best 

choice for optimizing performance, and  

(3) make immediately available the multitude of techniques that have been 

developed in the neuro-evolution community to improve performance on reinforcement 

learning (RL) problems.  
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Thus, combining DNNs with novelty search can solve a high-dimensional problem on 

which reward-maximizing algorithms e.g. deep Q-network (DQN), Asynchronous Actor-

Critic Agents (A3C), etc. fail [121]. Additionally, the Deep GA parallelizes better than ES, 

A3C, and DQN, and enables a state-of-the-art compact encoding technique that can 

represent million-parameter DNNs in thousands of bytes. 

2.2.5.2 Steps in a GA Model for Neural Network Implementation 

1. Create a population of (randomly generated) networks (say N networks). 

2. Score each network of the population. This means, each network is trained and 

tested for optimum weights. Since this will be a speech/ speaker classification task, 

the classification accuracy would be the fitness function. 

3. Sort all the networks in the population by score (accuracy/ fitness function). Select 

and breed the best members of the population, based on some percentage (say p%) 

of the top networks to become part of the next generation and to breed children for 

next generation 

4. Besides there should be a few of the non-top networks to be chosen randomly. This 

helps find potentially lucky combinations between worse-performers and top 

performers, and also helps to come away from getting stuck in a local minima.  

5. Kill off the rest (survival of the fittest, i.e., get N*(1-p%) members to die),  

6. Randomly mutate some of the parameters on some of the networks in an attempt to 

find even better candidates. In an effort to keep the population at N networks, 

N*(1-p%) open spots are filled via breeding! 

7. Repeat from step 2. Each iteration through these steps is called a generation. 

8. Repeat this process enough times and there should be the very best possible 

members of a population left! 

2.2.6 DNN-HMM Hybrid Model 

In the DNN-HMM hybrid model, the HMM is used to model the sequential property of the 

speech signal and DNN is used to model the emission probabilities in the HMM. The 

DNN-HMM hybrid system outperforms conventional Gaussian mixture model (GMM-

HMM) systems significantly on many large vocabulary continuous speech recognition 
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tasks [6]. Here the architecture and the training procedure of the DNN-HMM hybrid 

system has been described and the key components of such systems have been pointed out 

by comparing a range of system setups. 

The DNNs we described in 2.2.4.1 cannot be directly used to model speech signals since 

speech signals are time series signals while DNNs require fixed-size inputs. To exploit the 

strong classification ability of DNNs in speech recognition, we need to find a way to 

handle the variable length problem in speech signals. The combination of artificial neural 

networks (ANNs) and HMMs as an alternative model for ASR started between the end of 

the 1980s and the beginning of the 1990s[6]. A variety of different architectures and 

training algorithms were proposed at that time. This line of research was revived recently 

after the strong representation learning power of DNNs became well known. 

 

Figure 2.2: DNN-HMM hybrid architecture. 

One of the approaches that have been proven to work well is to combine DNNs with 

HMMs in a framework called DNN-HMM hybrid system as illustrated in Figure 2.2 above. 
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In this framework, the dynamics (sequential property) of the speech signal is modeled with 

HMMs and the observation probabilities are estimated through DNNs. Each output neuron 

of the DNN is trained to estimate the posterior probability of continuous density HMMs‘ 

state given the acoustic observations. 

2.3 Challenges 

2.3.1 Vulnerabilities in Mobile Speaker Verification 

Speaker recognition system should resolve at least the following issues [11][76]: 

 Algorithms should be sophisticated enough to work around problems such as 

crosstalk and background noise. 

 Sufficient anti-spoofing safeguards and liveness detection to become aware of 

changing in speakers or playback recordings. 

 Should have automated fraudster detection to build fraudster databases and detect 

malicious individuals as they interact with a smartphone. 

Such system has the intrinsic vulnerability based on the fact that anyone can record the 

voice of the authentic person in order to forge the biometric system. Nowadays, there are 

many available devices able to record voices or even conversations on the phone. 

Furthermore, voice is a biometric characteristic that is often exposed, even more than 

fingerprints. There are different cases of spoofing attacks in automatic speaker verification 

systems, perfectly summarized in the recent work of [122]. 

Some of these attacks can be found together; so the solutions provided by the ASV should 

treat with all of them at the same time. 

2.3.1.1 Impersonation 

Implies spoofing attacks with human-altered voices, involving mostly mimicking of 

prosodic or stylistic cues rather than aspects related to the vocal tract. Impersonation is 

therefore considered more effective in fooling human listeners than a genuine threat to 

today's state-of-the-art Automatic Speaker Verification (ASV) systems [123]. The same 
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conclusion was obtained in [124] with an experiment of a professional imitator, providing 

access to the recordings used in the experiment that can fool human listeners but not ASV 

systems. 

2.3.1.2 Replay 

Involves the presentation of speech samples earlier captured from a genuine client in the 

form of continuous speech recordings, or samples resulting from the concatenation of 

shorter segments. Vulnerabilities were investigated in [125] when replaying far-field 

recorded speech to forge an ASV system. They proposed a baseline ASV system based on 

J655and they concluded that using these recordings the equal error rate (EER) increased 

from 1% to almost 70%. The same authors showed that it is possible to detect such 

spoofing attacks by measuring the channel differences caused by far-field recording [126], 

reducing the error rates to around 10%. However, today's state-of-the-art approaches to 

channel compensation leave some systems even more vulnerable to replay attacks. 

2.3.1.3 Speech synthesis  

ASV vulnerabilities to synthetic speech were first demonstrated over one and half decade 

ago, using a HMM-based, text-prompted ASV system and an HMM-based synthesizer 

where acoustic models were adapted to specific human speakers[127]. Experimental results 

showed that FAR for synthetic speech reached over 70% by training the synthesis system 

using only 1 sentence from each genuine user, however, this work involved only 20 

speakers.  

Successful detection of synthetic speech has been presented in [128], with a system based 

on prior knowledge of the acoustic differences of specific speech synthesizers, such as the 

dynamic ranges of spectral parameters at the utterance level and the variance of higher 

order parts of MFCC. In their experiments, they demonstrated that as the synthetic speech 

is generated from HMM parameters, and the training stage of HMM parameters can be 

looked on as a smoothing process, then, the variance of synthetic speech in higher order of 

MFCC is smaller than in real voices so it can be used to detect the synthetic speech. 
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Spoofing experiments using one single HMM-based synthetic trial against a forensics 

speaker verification tool were also reported in[129], presenting the huge vulnerability and 

the obligation of including a synthetic voice detection to avoid speech synthesizers present 

a genuine threat to ASV. 

Larger scale experiments using the Wall Street Journal corpus containing 300 speakers and 

two different ASV systems (GMM-UBM and SVM using Gaussian supervectors) was 

reported in[130]. Using a state-of-the-art HMM-based speech synthesizer, the FAR was 

shown to rise to 81%. They proposed to use a new feature based on relative phase shift to 

detect synthetic speech, able to reduce the FAR to 2.5%.  

The same authors complemented the previous work in [131], by analyzing words which 

provided strong discrimination between human and synthetic speech, resulting in a 98% of 

accuracy in correctly classification between humans and synthetic speech. 

Other approaches to synthetic speech detection use fundamental frequency (F0) 

statistics[132], based on the difficulty in reliable prosody modeling in both unit selection 

and statistical parametric speech synthesis. F0 patterns generated for the statistical 

parameters in the speech synthesis approach tend to be over-smoothed and the unit 

selection approach frequently exhibits 'F0 jumps' at concatenation points of speech units. 

Results showed 98% accuracy in correctly classifying human speech and 96% accuracy in 

correctly classifying synthetic speech. 

2.3.1.4 Voice conversion 

Voice conversion is a sub-domain of voice transformation which aims to convert one 

speaker's voice towards that of another[133]. When applied to spoofing, the aim with voice 

conversion is to synthesize a new speech signal such that extracted ASV features are close 

in some sense to the target speaker.  

This type of spoofing attacks have been deeply studied by the authors of [134]. In this 

work, they noted that certain short intervals of converted speech yield extremely high 

scores or likelihoods in ASV, even though these intervals are not representative of 
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intelligible speech. They showed that artificial signals optimized with a genetic algorithm 

provoked increases in the EER from 10% to almost 80% for a GMM-UBM system and 

from 5% to almost 65% for a factor analysis (FA) system. 

Two approaches regarding artificial signal detection were reported in [135] by the same 

authors. Experimental work shows that supervector-based SVM classifiers are naturally 

robust to such attacks whereas all spoofing attacks can be detected using an utterance-level 

variability feature which detects the absence of natural, dynamic variability characteristic 

of genuine speech. An alternative approach based on voice quality analysis is less 

dependent on explicit knowledge of the attack but less effective in detecting attacks. 

A related approach to detect converted voice has been recently proposed in [136], also by 

the same authors. Probabilistic mappings between source and target speaker models are 

shown to yield converted speech with less short-term variability than genuine speech. The 

threshold average pair-wise distance between consecutive feature vectors is used to detect 

converted voice with an EER of under 3%. 

Additionally, the authors of [137] studied how to distinguish natural speech and converted 

speech, showing that the performance of the features derived from phase spectrum 

outperform the MFCC tremendously, reducing the EER from 20.20% of MFCC to 2.35%.  

2.3.1.5 Hearing CAPTCHA 

In [138] the authors proposed a CAPTCHA system that asks the user to repeat a random 

sentence. The reply is analyzed to verify that it is the requested sentence, not a recording, 

and said by a human, not a speech synthesis system. Using an acoustic model trained on 

voices of over 1000 users, their system can verify the user's answer with 98% accuracy and 

with 80% success in distinguishing humans from computers. The same authors have 

recently presented an article in [139] proposing two implementations of the CAPTCHA 

system in mobile devices, concluding seesay is more comfortable for users than hearsay. 
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2.3.2 Cost 

One of the main challenges of speaker recognition systems is their high computational 

cost, that must be reduced in order to be incorporated into a mobile phone. Many 

researchers are focused on reducing the computational load of recognition while keeping 

the accuracy reasonably high. For this purpose, optimizing Vector Quantization (VQ) has 

been proposed in many works [140]. This method consists of reducing the number of test 

vectors by pre-quantizing the test sequence before matching. Consequently, unlikely 

speakers can be easily rejected.  

Another highly used option for this is using a generalization of GMM [21]. 

2.4 Terminologies  

2.4.1 FAR and FRR: 

A verification system has to deal with two kinds of events: either the person claiming a 

given identity is the one who he claims to be (in which case, he is called a client), or he is 

not (in which case, he is called an impostor). Moreover, the system may generally take two 

decisions: either accept the client or reject him and decide he is an impostor. 

Thus, the system may make two types of errors: a false acceptance, when the system 

accepts an impostor, and a false rejection, when the system rejects a client. 

Let FA be the total number of false acceptances made by the system, FR be the total 

number of false rejections, NC be the number of client accesses, and NI be the number of 

impostor accesses. In order to be independent on the specific dataset distribution, the 

performance of the system is often measured in terms of rates of these two different errors, 

as follows: 

FAR =FA/NI, FRR =FR/NC 
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2.4.2 GA 
Genetic algorithm is a sort of gradient descent metaheuristic algorithms, inspired by the 

process of natural selection. Genetic algorithms are commonly used to generate high-

quality solutions to optimization and search problems by relying on bio-inspired operators 

such as mutation, crossover and selection.  A typical genetic algorithm requires two 

prerequisites, i.e., a genetic representation of the solution domain, and a fitness function to 

evaluate each individual. The selection process allows us to preserve strong individuals 

while eliminating weak ones. The ways of performing mutation and crossover vary from 

case to case, often based on the properties of the specific problem. 

2.4.3 GFCC 

The Gammatone filter cepstral coefficient (GFCC) is an auditory-based feature used in 

speaker recognition. GFCC features can be computed by taking the discrete cosine 

transform (DCT) of the output of Gammatone filter. According to the physiological 

observation, the Gammatone filter-bank resembles more to the cochlear filter-bank. The 

GFCC-based speaker identification is found to achieve a very robust performance. 

Instead of log operation which is commonly used in MFCC calculation, the cubic root is 

applied to extract GFCC features. Most information of 64-dimensional Gammatone 

features remains in the lower 23-order GFCC coefficients due to energy compaction 

property of the DCT used in the method.  

2.4.4 LACE 
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2.4.5 LSTM 
LSTM is a model for the short-term memory which can last for a long period of time. An 

LSTM is well-suited to classify, process and predict time series given time lags of 

unknown size and duration between important events.  

2.4.6 MFCC 

Mel-frequency cepstral coefficient (MFCC) is a short-time cepstral representation of a 

speech which is widely used as a feature in the field of speech processing applications such 

as voice recognition, speaker recognition, speech emotion detection, and gender 

classification. A set of 39 coefficients consists the representation in three groups: Ceps 

(Mel-frequency cepstral coefficients), Del (derivatives of Ceps) and Ddel (derivatives of 

Del) with 13 features for each group. 

2.4.7 WER and WRR 

Performance of the speech recognizer is measured in terms of Word Error Rate (WER) and 

Word Recognition Rate (WRR). Word errors are categorized into number of insertions, 

substitutions and deletions. Finally, the word error rate and word recognition rate are 

computed by the following equations: 

 

2.5 Past Experiments with Several Databases 
One of the initiatives was the First Mobile Biometry (MOBIO) Face and Speaker 

Verification Evaluation, carried out in the projects MOBIO[51] and TABULA RASA 

[141], to make a competition to recognize people from their face and voice through their 

mobile phone. The results of this competition were presented in [76], making use of the 

first version of the MOBIO database. This database was composed by text-dependent and 
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text-independent voice samples. However, in this evaluation there was not any separate 

evaluation for both scenarios. The best results of Speaker Verification using voice 

biometrics, were obtained by the Brno University of technology, achieving an EER of 

10.47% (male) and 10.85% female[11]. 

T. I. Ren et al. in [57] proposed a hybrid GMM speaker verification system for mobile 

devices in variable environments. A neural network based on back-propagation learning 

and a kNN algorithm were used to determine the probabilities in the GMM models to 

verify the speaker from a voice signal. A Voice Activity Detection (VDA) algorithm was 

also used to improve the voice identification ratio. 

P. Motlicek et al. in [65] used MOBIO[51] database to evaluate their voice algorithms in 

mobile environments. In this work, the authors presented a session variability model based 

on GMM. For speaker authentication, the speech segments are first isolated using energy-

based voice detection. Then MFCC features are extracted for 25ms frames with 10ms 

overlap and a 24-band filter bank. The resulting 60-dimensional feature vectors contained 

19 MFCC together with energy, delta and double delta coefficients. These feature vectors 

are examined by Inter-session Variability (ISV) and JFA methods, obtaining an HTER of 

8.9% in males and 15.3% in females. 

Additionally, in [82] H. Hertlein et al. proposed a verification system based on password 

phrase with voice authentication. For this purpose they used the ―BioID: A Multimodal 

Biometric Identification System" database[83]. In this work, the authors proposed to train 

the verification system with limited samples and made the system consume very low time 

and memory. They used DTW for classification of MFCC features. Robustness is 

increased with speech enhancement and cepstral mean subtraction. In order to decrease the 

storage requirements, they used VQ with speaker specific codebooks to obtain a 2.7% EER 

with limited training. 

In [56], A. Larcher et al. released the RSR2015 database, for mobile Text-Dependent 

Speaker Verification using Multiple Pass-Phrases. This database is composed of 300 users 

who said 30 phrases in different sessions with 4 mobile phones and 2 tablets. In this work, 
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the authors used the ideas of the system proposed in [142] to evaluate its performance in 

this database, obtaining an EER around 1% per males and females. However, they required 

3 sessions with 30 phrases per user to make the enrolment. They proposed a hierarchical 

multilayer acoustic model based on three layers, the first one to detect the gender, the 

second to choose some candidates and the third to detect the identity. The authors extracted 

50 features per sample (19 Linear Frequency Cepstral Coefficients (LFCC), their 

derivatives, 11 second derivatives and the delta energy). They used HMM for the 

classification. 

The same main author together with other team presented a recent work proposing a text 

speaker verification system with constrained temporal structures[47]. There, the authors 

described these constrains as the limited enrolment data and the computing power typically 

found in mobile devices. They proposed a client-customized pass-phrases and new Markov 

model structures. They also worked on a hierarchical multilayer model, where the first 

layer detects the gender, the second detects the speaker candidates based on the text-

independent techniques and the third one with HMM to make the decision on the text-

dependent system. In this work, the authors make use of the MyIdea database[48], 

obtaining an EER of 0.84% when impostors do not know the pass phrase and 4.11% when 

impostors use the authentic pass phrase. 

Another text-dependent speaker verification for mobile devices was suggested in [67]. In 

this work, the authors proposed to verify all the people when saying the Arabic word 

―Naam" (―Yes" in English). They extracted the MFCC for each sample and trained the 

model of each user by means of an ANN through a batch gradient descend algorithm. For 

training of each model, they used samples of other users and other pass phrases. They 

worked with a private database of 15 different speakers recorded from an Android HTC 

Nexus One, obtaining an EER of around 7-8%. 

Also Y. Chen et al.[55] presented a text-dependent speaker recognition scenario in Android 

platforms. In this case, they suggested to make a preprocessing step, consisting of 

normalization, silence removal and end-pointing techniques. Then, they extracted the 

LFCC features and made a classification based on DTW. In order to decide whether a 
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sample belongs to a user, they proposed to use personal thresholds for each user based on 

their training samples. At enrolment, they suggested two different types of training: a 

sequential training that gets the first sample and the rest are aligned to it through DTW and 

a collective training where they got all the training samples and chose the one with the 

median length as the reference for the DTW. In this work, they used a private database of 

16 people with 15 records of the same passphrase (the same sentence for all the users). 

They used 10 samples for training and 5 for testing, obtaining a FAR of 13% and a FRR of 

12%. 

Additionally, Andrei et al.[68] proposed an implementation of a real-time text dependent 

speaker identification system with recording equipment similar to the ones integrated in 

mobile devices and algorithms prepared to consume a low amount of memory and 

processing power. The speaker identification is based on the MFCC and the derived 

Dynamic Coefficients, while classifying features using a DTW approach. They constructed 

a private database with 23 speakers with the Romanian equivalent word for ―airplane". The 

recordings were captured using a low cost microphone attached to a low cost MP4 player 

at a sampling frequency of 8kHz and 8 bits per sample. The authors claimed a CIR of 80% 

in their database and answering each identification request with less than one second. The 

CIR was increased to 96% when using Dynamic Coefficients, but the time required also 

rose by a factor of 3. 

I. Kramberger et al.[70] presented a door phone embedded system and a platform with 

speech technology support for recognition, identification and verification. There was an 

emphasis in noisy environments. They used the database BioTechDat, captured from 

telephone speech in noisy environments at the KEYSPOT project[71]. The algorithm 

proposed is based on modeling each speaker with a GMM. To minimize the influence of 

background sounds, they used background modeling, in which they trained a single 

speaker independent GMM background model, also called Universal Background Model 

(UBM). Also in this work, the voice signals were converted to MFCC features. In order to 

enhance the speaker verification accuracy, a cepstral mean normalization is carried out. 

This algorithm obtains an EER of 4.80%. 
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Another initiative to study the speaker verification on mobile phones was carried out by the 

MIT in 2006 [53]. In this work, the authors presented a corpus and some preliminary 

experiments. The database was captured with a handheld device provided by Intel. There 

were three different environments with different noise conditions (office, lobby, street) and 

two different types of microphones. Since recording in noisy environments, this corpus 

contains the Lombard effect (speakers alter their style of speech in noisier conditions in an 

attempt to improve intelligibility). This effect is missing in databases that add noise 

electronically. They captured a list of phrases for 48 speakers and they extracted MFCC 

features in segment regions of the voice and speaker models based on GMM. The EER 

obtained is 7.77% in office scenario, 10.01% in lobby and 11.11% in the street. 

The said MIT database was also used by J. Ming et al. [57] to make a comparative study of 

methods for handheld speaker verification in realistic noisy conditions. In this case, the 

authors use De-correlated Log Filter- Bank Energies (DLFBE) features as an alternative to 

MFCC features. The best algorithm evaluated is based on the implementation of a Wiener 

filter by estimating the power spectrum of the noise at the beginning of each voice sample 

to remove the noise and a universal compensation process using simulated noise. With this 

approach, they obtain an EER of 10.19% reducing the EER for the baseline model 

(19.96%). 

One year later the same group J. Ming et al. [33] continued working on robust speaker 

recognition in noisy conditions. They used data at the office scenario to train the system 

and at the office and the street to test it. They also used DLFBE features but modeled voice 

with GMM, obtaining a 6.50% of EER in office-office and a 12% in office-street scenarios. 

The problems of noisy environments in the text dependent speaker identification were also 

studied in [72]. In this case, the authors prepared a synthetic database, adding speech and 

F16 noises at -5dB, 0dB and 10dB Signal-to-Noise Ratio (SNR) levels to a clean database 

of 50 speakers and 10 Hindi digits. They compared MFCC and LFCC features with 

classification using GMM, with best results in the first type of features. They obtained a 

96.65% speaker identification rate in the clean database. However, this rate is reduced to 

88.02% (10dB SNR), 79.42% (0dB SNR) and 76.71% (-5dB) respectively. 
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J. Novakovic[73], used Multi-layer perceptron (MLP) to classify the voice samples. He 

used low-level features, such as intensity, pitch, formant frequencies and bandwidths, and 

spectral coefficients in order to train a MLP of each user. In this case, he used the CHAINS 

corpus[74], made up of 36 speakers recorded under a variety of speaking conditions. The 

best approach of MLP obtains an accuracy of 80%. 

This corpus was also used by M. Grimaldi et al.[79] to develop a speaker identification 

system using instantaneous frequencies. In this case, the authors proposed to use an AM-

FM framework to compute the instantaneous frequency of the speech signal, instead of 

MFCC features. Using these features in this database with a GMM classifier improves the 

accuracy of the system to around 90%. 

One noteworthy competition was reported and further synthesized by E. Khoury et al. in 

the paper, ―The 2013 speaker recognition evaluation in mobile environment‖[50] which 

was conducted in the BEAT project[143]. This is a text-independent competition but with 

conversations obtained from real mobile phones, where the competitors completed the 

MOBIO database with a mobile scenario, composed by samples of face and voice captured 

from mobile phones at a sampling rate of 16KHz. The speech segments were acquired with 

real noise and some of them are shorter than 2 seconds. The best results in terms of EER 

was: around 10% females and 7% males [49]. The authors of [50] then proposed to make a 

fusion between all the 12 systems evaluated, obtaining an EER of 7% females and 4.8% 

males. 

The best performance males[49] in the competition was shown by i-Vector based 

subsystems made of 9 different total variability models, with a score fusion combination. 

All the subsystems were identical but used different acoustic features. 3 different cepstral-

based features (MFCC, LFCC, Perceptual Linear Prediction (PLP)) were extracted over 3 

different frequency regions (0-8 kHz, 0-4 kHz and 300-3400 Hz). A gender independent 

training is performed with a low dimensionality of the voices. 

Furthermore, R.C. Johnson et al.[52][57] proposed a verification protocol, called Vaulted 

Voice Verification (V3) by means of text dependent and independent speaker recognition. 
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The experimentation developed used the MIT database [53], obtaining an EER of 

approximately 6%. They created the models of each person by means of MFCC and GMM. 

Later on, a prototype of an Android implementation working on a mobile phone has been 

recently presented in [35], obtaining an EER of 4.52% using a text-independent speaker 

recognition system based on MFCC and VQ. Additionally, they confirmed that different 

mobile devices will have different parameters and therefore different performance, so they 

suggested a preliminary step of calibration on the mobile device. 

Very recently, a Google team investigated [46] to improve the WER towards 5.2% through 

training with end-to-end speech recognition models with the recurrent neural network 

transducer (RNNT): a streaming, all-neural, sequence-to-sequence architecture which 

jointly learns acoustic and language model components from transcribed acoustic data. The 

model consists of an ‗encoder‘, which is initialized from a connectionist temporal 

classification-based (CTC) acoustic model, and a ‗decoder‘ which is partially initialized 

from a recurrent neural network language model trained on text data alone. The entire 

neural network is trained with the RNN-T loss and directly outputs the recognized 

transcript as a sequence of graphemes. It was found that performance can be improved 

further through the use of sub-word units (‗wordpieces‘) which capture longer context and 

significantly reduce substitution errors. The best RNN-T system, a twelve-layer LSTM 

encoder with a two-layer LSTM decoder trained with 30,000 wordpieces as output targets 

achieves a word error rate (WER) of 8.5% on voice-search and 5.2% on voice-dictation 

tasks and is comparable to a state-of-the-art baseline at 8.3% on voice-search and 5.4% 

voice-dictation. 



51 

 

 
 

CHAPTER 3 

PROPOSED WORK 

This chapter deals with the proposed work under this thesis. It explains the chosen 

algorithm, platform, compiler and language, data set, authentication framework, proposed 

solution and details of the experiments. 

3.1 Algorithm 
As described in earlier sections, starting from the fundamental neural network model for 

classification, researchers have been increasing the depth of the network, as well as 

designing new inner structures to improve the recognition accuracy. Although these 

networks have been shown to be efficient especially very recently, but the structures are 

manually designed, not learned, which limits the flexibility of these approach and instead 

increases the complexity of the designs and algorithms. 

Therefore, we can explore the novel idea of automatically learning the structure of deep 

neural networks efficiently using the genetic algorithm, as described in section 2.2.5.1 

above. Even we can simulate similar complex network of convolution, pooling and LSTM 

layers together in our network design, which can be further repeatable as good as dense 

network. In this way, the total number of possible network structures grows exponentially 

with the number of layers. Therefore, when it is impractical to practice all the candidates 

and find the best one, we can easily optimize this process applying the genetic algorithm to 

traverse across a large search space efficiently. 

The genetic algorithm involves constructing an initial generation of individuals (candidate 

solutions), and performing genetic operations to allow them to evolve in a genetic process. 

To this end, we propose to represent each network structure by a combination of hyper 

parameters. After that, we define several standard genetic operations, i.e., selection, 

mutation and crossover, which eliminate weak individuals of the previous generation and 

use them to generate competitive ones. The quality of each individual is determined by its 
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recognition accuracy on a reference dataset. Throughout the genetic process, we evaluate 

each individual (i.e., network structure) by training it from scratch. The genetic process 

comes to an end after a fixed number of generations. 

As we need to conduct a complete network training process for each generated individual 

in this GA implementation which is computationally expensive, we required our 

experiment on a finite set of samples, to reduce the experiment time. So, we choose a 

single small speech dataset, and demonstrate its ability to find high-quality network 

structures.  

3.2 Platform, Compiler and Language 
To expedite the experiment, we used Keras which is a high-level neural networks API, 

having a rich deep learning library, written in Python and capable of running on top of 

TensorFlow, CNTK, or Theano. By default, Keras uses TensorFlow as its tensor 

manipulation library. 

Using Keras facilitates: 

1. Allowing easy and fast prototyping (through user friendliness, modularity, and 

extensibility). 

2. Supports both convolutional networks and recurrent networks, as well as 

combinations of the two. 

3. Runs seamlessly on CPU and GPU.  

4. Modular implementation possible using neural layers, cost functions, 

optimizers, initialization schemes, activation functions, regularization schemes, 

etc. 

5. Models are described in Python code (currently compatible with Python 2.7-

3.6), which is compact, easier to debug, and allows for ease of extensibility. 

6. Models can be easily deployed across a greater range of platforms than any 

other deep learning framework, e.g. iOS, Android, web browser, Google Cloud, 

Python webapp backend, JVM and Raspberry Pi. 
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3.3 Data Set 
There are several open source speech data sets available, such as: 

a) The Common Voice corpus: This consists of voice samples that were donated 

through Common Voice, available from https://voice.mozilla.org/en/data. 

b) LibriSpeech: LibriSpeech is a corpus of approximately 1000 hours of 16Khz read 

English speech derived from read audiobooks from the LibriVox project: 

http://www.openslr.org/12 

c) TED-LIUM Corpus: The TED-LIUM corpus was made from audio talks and their 

transcriptions available on the TED website: http://www.openslr.org/7/ 

d) VoxForge: VoxForge was set up to collect transcribed speech, at: 

http://www.repository.voxforge1.org/downloads/SpeechCorpus/Trunk/, for use 

with Free Speech Recognition Engines. 

e) Tatoeba: Tatoeba is a large database of sentences, translations, and spoken audio 

for use in language learning. This download contains spoken English recorded by 

their community, available at: https://tatoeba.org/eng/downloads.  

f) Google Speech Commands Dataset: This dataset is created by TensorFlow and AIY 

teams and generally used for speech learning over Keras, TensorFlow, etc. The 

dataset has 65,000 one-second long utterances of 30 short words, by thousands of 

different people, contributed by members of the public through the AIY website, 

released under a Creative Commons BY 4.0 license, and will continue to grow in 

future releases as more contributions are received. The dataset is designed to let 

build basic but useful voice interfaces for applications, with common words, digits, 

and directions included, available at:  

https://www.tensorflow.org/tutorials/audio_recognition. 

The experiment here is conducted with Google Speech Commands Dataset. 

3.4 Experimental Setup 
There are two phases in authentication system: training phase and testing phase. During 

training phase, the voice signal is pre-processed with end-point detection modules. End-

https://voice.mozilla.org/en/data
http://www.openslr.org/12
http://www.openslr.org/7/
http://www.repository.voxforge1.org/downloads/SpeechCorpus/Trunk/
https://tatoeba.org/eng/downloads
https://www.tensorflow.org/tutorials/audio_recognition
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point detection module is used to determine the start and end points of the first word when 

user answers incoming call in environment of noise. Another module is to reduce the noise 

of environment in the voice signal. Then MFCC features are extracted from the voice 

signal. The MFCC calculation used 12 coefficients and 256 sample frames. For speaker 

modeling, vector quantization (VQ) with 16 MFCC features is done to generate a user 

template. VQ is selected because of the easiness in implementation. In testing phase, 

another voice signal is used. The voice signal will go through the same preprocessing and 

feature extraction processes. The resulted MFCC features will be compared with users‘ 

template obtained from the optimized network converged using Neural Network and 

Genetic Algorithms.  

3.5 Proposed Solution 
1. Instead of MATLAB other C/C++/Java/ Python based approaches like HTK, Kaldi, 

bob, Tensorflow, Keras can be used to simulate/ experiment 

2. As the human ear is more sensitive to some frequencies than others, speech 

recognition is to behave more natural if turned into a set of Mel-Frequency Cepstral 

Coefficients (MFCC) which is to be a two-dimensional, one-channel representation. 

Therefore, this converted vectors can be treated like an image and convolutional 

NN as well as Dense NN can be worked on these. 

3. Convolutional LSTM and sequential Dense network would be tried and compared. 

Other possible solution also can be explored. 

4. Each processor intensive calculation should be on one step, to reduce time to 

calculate and sync. 

5. Training should be in Cloud or any computing device with parallel processor or 

GPU or multiple CPU to reduce timing of training. 

6. Runtime Layer Compression (Deep Architecture Decomposition) can be advised. 

7. No. of hidden layers, no of node on each layer, batch size, patience (number of 

consecutive trials if not converging), number of epochs, activation function, loss 

function, optimizer and other network parameters are to be determined by GA 

8. Real life usage on mobile devices after the said training and testing is done, can be 

examined over the processes and implementation.  
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3.6 Details of the Experiment  
3.6.1 Steps/ Methods in the Experiment 

1. Get recorded audio data from a reliable source (one channel only) for any number 

of classes (here we have chosen sample sets on 3 words only: ‗Bed‘, ‗Cat‘ and 

‗Happy‘) 

2. To perform downsample operation to smoothen the signals 

3. To prepare a standard vector for each audio file (saved in designated file paths) for 

classification, audio embedding via MFCC encoding is to be done, being one of the 

most effective coding for speech signals. This MFCC is computed using librosa 

library in Python(open source available on Github). 

4. MFCC vectors might vary in size for different audio inputs. In order to apply 

convolutional network, we need to prepare a fixed size vector for all of the audio 

files, i.e., padding the output vectors with constant value e.g. 0) [A procedure 

save_data_to_array reads all audio files from each directory and save14 the vectors 

in a .npy file which is named after the name of the label.] This MFCC is therefore 

audio data converted into image like data. 

5. To prepare train set and test set based on the data so far formatted. To do this, open 

source sklearn library has the function train_test_split which will automatically 

split the whole dataset and can be used here. 

6. If we print the data shape using print(X_train.shape), the output would be with 

shape: (3112, 20,11), where 1st number shows the number of rows or audio 

samples. So, for each audio file the vector we get are 20 by 11 dimensional matrix. 

Which is just like a 2-dim image. For convolutional network, we have to reshape it 

adding a depth=1, as if it is an image with a single channel only.  

7. Further, the train test split output actually gives the output tag of class index like [0, 

1, 2] which we need to encode into one-hot-encoded to perform final softmax 

activation. 

                                                 
14 Since computing MFCC is time consuming, it has been done for all samples only once. And for later times 
the outputs were just loaded from the saved files, to make the processing efficient. 
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y_train_hot = to_categorical(y_train) 

y_test_hot = to_categorical(y_test) 

8. For GA implementation, we have chosen the following 9 hyper parameters to 

optimize: 

Patience attribute (to discard after how many iterations, if not improving) 

Number of layers (or the network depth) 

Neurons per layer (or the network width) 

Type of layers (Dense or LSTM) 

Names of Layer activation function 

Names of Loss Function 

Network optimizers 

Batch size 

Number of Epochs 

9. In first iteration, the candidate parameters for activation have been chosen as 

ReLU, ELU, tanh and Sigmoid. The loss function chosen are: Mean Squared Error 

and Categorical Cross entropy. Optimizer chosen are: RMSProp, ADAM, SGD, 

ADAGrad, ADADelta, ADAMax and NADAM. The batch size varied from 20 to 

200, where epoch has same variations. Number of layers were from 1 to 4, and 

number of neurons were power of 4, from 64 to 1024. Network model has been 

chosen of two versions: Convolutional LSTM and Dense. Patience parameter has 

been chosen multiple of 5 from 5 to 20. 

10. After several values for each parameter are chosen intuitively, we can fix the 

percentage of retaining parents, say 0.4 and number of population and generation, 

say 20 and 10 respectively. Then, as per calculation in 2.2.5.2, we can score first 20 

networks for generation 1 and then in next 9 generations score 12 more each time 

after random mutation of parameters.  
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11. The scores will provide an optimum network with some optimum parameters to 

perform in optimum time as usual for GA implementation (here optimizer.py 

module is used to supply the functions of the genetic algorithm). From the progress 

of the optimization, a second iteration can be done to expedite such optimization 

after intuitively changing the values on each parameters. And upon the progress of 

the iteration, next iteration can be decided and so on, until satisfactory results come 

up. 

12. Keras model: Models in Keras are a sequence of layers with 2 versions of network 

topology: convolutional LSTM or dense. For convolutional LSTM network, we 

have to add convolutional and maxpooling before first LSTM layer, and flattening 

before the output (dense) layer. Moreover, the input layer has to be the right 

number of input dimension for convolutional as well as dense layer. For LSTM, 

input sequence is to propagate to following LSTM layers. 

13. As GA implementation optimizes the number of layers, neurons on each layer and 

their types, a big hurdle of experimenting these are covered. 

14. Also, the activation function and optimization techniques are optimized through 

GA implementation as included in the parameter list above. However, for multi-

class classification, the output layer uses softmax function for activation. 

15. Compiling the model using Keras model.compile function uses the efficient 

numerical libraries under the Keras or TensorFlow backend, which automatically 

chooses the best way to represent the network for training and making predictions 

to run on CPU or GPU as chosen. Here for classification, classification accuracy is 

the metric. 

16. Now, calling the fit function is to use to run the model with training and test data, 

for a fixed number of iterations called epochs, setting the number of instances, i.e., 

batch size that are evaluated before a weight update is performed using the 

batch_size parameter. 
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3.6.2 Flowchart 
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3.6.3 Pseudocode 

We can use 1 subroutine, 2 classes and 1 main routine iteratively to use in this experiment. 

3.6.3.1 Subroutine 1: for Training and Scoring the Model 

A subroutine Train contains the following functions: 

a) A function get_labels is required to get the label of the default folder path of speech 

dataset and to convert that to a tuple with label, indices of the labels and one-hot 

encoded label. 

b) A function to convert speech wave to MFCC (wav2mfcc) is required which is 

available in open source library librosa, that is wav2mfcc. 

This function would convert all speech signals into a fixed length (here 11) feature 

vector. If this fixed length exceeds MFCC length then 0 padding is required with 

the remaining MFCC signals, otherwise cutoff MFCC signals at fixed length. 

c) A function save_data_to_array is required to save the obtained fixed length MFCC 

vectors in the specified data path with .npy extension. 

d)  A function get_train_test is built to split training and testing data as per a selected 

ratio from a data path and appending all of the dataset into two arrays: training and 

testing (inputs X and outputs Y).  

e) A function get_speech is used to retrieve the speech dataset as per selected feature 

dimensions for training and testing. (For convolutional network, reshaping is 

required to make 3 dimensional adding channel=1). 

Obtained output test and train vectors need to be categorized in matrices 
comprising binary hot values. 

f) The main function train_and_score is used to get the selected hyper parameters 

(patience for early stopping, # of layers, # of neurons, network model, activation 

function, loss function, optimizer function, batch size, # of epochs) in the current 

generation and print those, getting the training and testing data, compile as a 

sequential model and provide the score. 
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For each layer, define the network and connect with previous layer with pre-fixed 

drop-out ratio, activation function and sequencing. In first layer, there may be 

convolution and polling for convolutional LSTM.   

The output layer will be Dense with fixed softmax activation for output classes>2. 

The model will be compiled using batch size, epochs, data and early stopper value 

and evaluated to provide the scores. 

3.6.3.2 Class for Defining the Network 

A class Network is to be created with following attributes and functionalities: 

a) A function __init__ is to initially represent an MLP network with initialized 

accuracy to be 0 and hyper parameter is reset. 

b) A function create_random to get each hyper parameter randomly chosen. 

c) A function create_set to set network properties. 

d) A function train to train the network on a dataset and record the accuracy using 

train_and_score function of subroutine Train. 

e) A function print_network to print out a network with its accuracy. 

3.6.3.3 Class that implements genetic algorithm for MLP optimization 

A class Optimizer is to be created with following attributes and functionalities: 

a) A function __init__ that fixes the possible network parameters with following 

arguments: 

i. retain (float): percentage of population to retain after each generation 

ii. random_select (float): probability of a rejected network remaining in the 

population 

iii. mutate_chance (float): probability a network will be randomly mutated 

b) A function create_population to create a population of random networks with 

argument count (int): number of networks to generate, i.e., the size of the 

population 

c) A function fitness to return the accuracy, which is here the fitness function. 
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d) A function breed to make two children as parts of their parent (mother, father) 

networks by looping through the hyper parameters of parent networks and pick 

parameters for the kid in random after mutating a fixed portion. 

e) A function mutate to randomly mutate one parameter of the network. 

f) A function evolve to evolve a population of networks after getting scores for each 

network and sort in descending order, get the retaining patents and also randomly 

chosen as per random_select. 

Then the remaining gaps in population will be bred from randomly chosen father 

and mother when they are not equal. 

3.6.3.4 Main routine that run the total evaluation to choose best parameters 

using GA implementation 

The main routine has the following functions: 

a) A function train_networks trains current network with fixed population 

using function train of class Network on a speech dataset.  

b)  A function get_average_accuracy to get the average accuracy of a 

population of networks. 

c) A function generate to generate a network with the genetic algorithm using 

following arguments: 

i. generations (int): Number of times to evolve the population 

ii. population (int): Number of networks in each generation 

iii. nn_param_choices (array): Parameter choices for networks 

iv. dataset (str): Dataset to use for training/evaluating 

It will then use create_population function of class Optimizer to initialize 

population of network and then evolve the generations in a loop using 

train_networks function in the main routine.  

Then average accuracy for this generation is computed using 

get_average_accuracy function of the current routine. 

Then this function will run the evolution via evolve function and regenerates 

population upon previous ones. 
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Then the final population will be chosen from 5 best networks, it will create 

5 top performing neural networks. 

a) A function print_networks(networks): 

 This function will print a list of networks on display units. 

b) A function main is to consist of: 

i. Call save_data_to_array function from Train subroutine to save speech 

dataset in a fixed folder defined by ‗DATA_PATH’ 

ii. Set hyper parameters as an array called nn_param_choices  

iii. Call info function of open source routine logging to display the results  

iv. Call generate function of the Main routine to examine the whole 

population to get the optimum result. It will take the parameters such as:  

 generations = # Number of times to evolve the population. 

 population = # Number of networks in each generation.   

3.6.4 Getting decision on any unknown sample using this model 

1. Create MFCC from an audio file:  

sample = wav2mfcc('./data/happy/012c8314_nohash_0.wav') 

2. Reshape: 

sample_reshaped = sample.reshape(1, 20, 11, 1) 

3. Perform argmax to find the index of the label, after feeding the vector to the model 

using the function predict: 

print(get_labels()[0][np.argmax(model.predict(sample_reshaped))]) 
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CHAPTER 4 

RESULT AND OPTIMIZATIONS 

This chapter deals with the results, comparisons and optimization steps with discussions 

around. 

4.1 Outputs 
The complete results and outputs are shown in Appendix B: OUTPUTS. 

In order to get the result in optimum time, which is a constraint for such a big experiment 

on a single CPU, we made staged iterations. 

In Iteration-1, we have to identify the optimum parameter ranges for each of 9 parameters 

chosen. 

In next iterations, we gradually fine tune the parameter list, so that the best result can be 

attained in minimum time. This is done by gradually limiting the range of values for each 

parameter set. 

The result of 1st iteration is shown here in a summary tabular form in Table 4.1: 

Table 4.1: 1st Iteration Results 

Gen. Batch 

size 

No of 

Epoch 

Network 

Chosen 

Early 

stopped 

at 

Epoch 

Training 

Accuracy 

Validation 

Accuracy 

Total Time 

required 

(approx.) 

Avg. time 

required 

on each 

epoch 

1 50 200 LSTM  10 34.16% 32.85% 4 hr 26m 1550 s 

2 50 200 LSTM  40 50.61%  50.14% 12hr 18m 1200 s 

3 100 100 Dense  17 83.19% 78.03% 12hr 8m 1500 s 

4 100 100 LSTM 8 33.52% 33.24% 14hr 10m 6000 s 

5 50 100 LSTM 46 44.18% 44.17% 17 hr 33m 1300 s 

6 20 100 Dense 7 86.09% 79.58% 7 hr 35 m 3700 s 

7 100 200 LSTM 9 40.89% 33.77% 14 hr 37m 5000 s 

8 50 10 Dense 10 80.08% 77.02% 10 hr 16m 4000 s 

9 100 100 LSTM 10 33.39% 34.78% 22 hr 7 m 5430 s 
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Gen. Batch 

size 

No of 

Epoch 

Network 

Chosen 

Early 

stopped 

at 

Epoch 

Training 

Accuracy 

Validation 

Accuracy 

Total Time 

required 

(approx.) 

Avg. time 

required 

on each 

epoch 

10 100 10 Dense 10 84.90% 79.58% 7 hr 25 m 4600 s 

11 200 10 Dense 10 79.40% 79.29% 23 hr 42m 5780 s 

12 50 50 Dense 15  60.25% 60.12% 15 hr  7000 s 

Average       13 hours  
 

It has been observed from Table 4.1 above that if batch size and number of epochs are not 

moderate (i.e.,<100), the result does not converge well. Generally, it takes longer time to 

decide these factors intuitively, by changing some parameters every time and start from the 

beginning. But using Genetic Algorithm, it is easier to track automatically as the algorithm 

automatically choose the better parameters, that is vivid in result of Iteration-1 as shown in 

Appendix B.1 Iteration-1. 

Here the graphical representation of the 1st iteration is shown in Figure 4.1: 

 
Figure 4.1: Accuracy vs Generations (Iteration-1) 
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It has been observed in Table 4.1 that for Dense models, the error is showing less and 

convergence rate is becoming high. Table 4.2 and Figure 2.1 shows the increasing accuracy 

at different epochs which is very promising. 

Table 4.2: 1st Iteration 6th Generation is with Dense Model 

Epoch Training 
Accuracy 

Validation 
Accuracy 

1 71.63% 76.97% 

2 78.98% 79.09% 

3 81.14% 78.28% 

4 82.71% 78.81% 

5 84.58% 78.56% 

6 84.74% 79.58% 
7 86.09% 79.58% 

 

 

Figure 4.2: 1st Iteration: most promising network is with Dense model 

It has been observed from this experiment that, if batch size<100, the models stop earlier 

for not enough convergence is attained for both training and validation sets in consecutive 

selected (here=5) epochs, which is termed as patience. 

Therefore, in next iteration, we can limit network model to be Dense and batch size>=100. 

Also it is vivid from this 6th generation that, if number of epoch is low, the solution 

reached does not seem satisfactory. So, we have to increase this number too. 

From the sequences and the graph in Figure 4.2 above, it is clear that the said Deep GA 

model was choosing Dense network with increasing epochs to maximize the accuracy. 



66 

 

 
 

It also can be shown that with batch size 200 and optimization function ‗adagrad‘, the 

result converges better towards optimum solution (as shown in the Table 4.3 below and also 

in the result on Appendix B.2 Iteration-2). Here, the optimum accuracy attained upto 

87.11% in Generation 1. 
Table 4.3: 2nd Iteration Results: 3 generations 

Generation Batch 
size 

No. of 
Dense 
Layers 

Optimizer 
function 

Activation 
function 

Early 
stopped 
at Epoch 

Training 
Accuracy 

Validation 
Accuracy 

Approx. 
Time 

required 

1 200 4 adagrad tanh 16 87.11% 80.83% 45 hr 30 m 

2 200 4 nadam tanh 18 86.99% 77.26% 54 hr 

3 200 2 adadelta tanh 22 85.99% 80.73% 150 hr 
 

In the Table 4.4 below, it is shown how this 87.11% training accuracy is attained along with 

increased validation accuracy only in 16 epochs. Figure 4.3 below shows this improvement 

in a graph. 
Table 4.4: 2nd Iteration Results: Generation 1 

Epoch Training Accuracy Validation Accuracy Time required on each epoch 

1 48.26% 61.66% 18497 s 

2 67.64% 70.86% 9192 s 

3 75.90% 72.64% 35518 s 

4 76.35% 77.50% 5980 s 

5 81.27% 78.61% 5959 s 

6 81.39% 78.61% 9939 s 

7 82.01% 78.13% 6413 s 

8 82.29% 77.84% 7383 s 

9 83.87% 79.77% 8288 s 

10 85.09% 79.91% 10653 s 

11 85.67% 76.97% 10175 s 

12 85.22% 81.17% 7602 s 

13 86.18 % 80.35% 7504 s 

14 86.02% 80.44% 8044 s 

15 86.70% 81.17% 20204 s 

16 87.11% 80.83% 10576 s 
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Figure 4.3: Iteration 2- 1st Generation shows promise, but deviates on evaluation 

Table 4.5 and Table 4.6 below with corresponding graphs in Figure 4.4 and Figure 4.5 depicts 
how subsequent generations show similar result. 

Table 4.5: 2nd Iteration Results: Generation 2 

Epoch Training 
Accuracy 

Validation 
Accuracy 

1 58.19% 71.29% 

2 75.03% 74.47% 

3 76.54% 76.06% 

4 78.92% 63.39% 

5 78.79% 72.35% 

6 80.21% 75.10% 

7 83.29% 75.72% 

8 83.10% 78.95% 

9 85.15% 77.60% 

10 84.29% 77.50% 

11 83.97% 76.88% 

12 85.28% 79.43% 

13 85.54% 76.97% 

14 86.90% 77.99% 

15 86.95% 74.66% 

16 85.99% 76.06% 

17 86.99% 77.26% 
 



68 

 

 
 

 
Figure 4.4: Iteration 2- 2nd Generation follows 1st Generation 

Table 4.6: 2nd Iteration Results: Generation 3 
 

Epoch Training 
Accuracy 

Validation 
Accuracy 

1 58.42% 69.32% 

2 72.62% 76.97% 

3 75.42% 77.55% 

4 79.69% 75.67% 

5 79.43% 78.23% 

6 80.53% 71.63% 

7 80.94% 73.31% 

8 80.33% 72.50% 

9 82.81% 80.01% 

10 84.19% 80.59% 

11 82.46% 79.62% 

12 83.58% 77.70% 

13 84.00% 79.43% 

14 83.58% 79.87% 

15 84.13% 80.59% 

16 84.09% 79.96% 

17 83.71% 77.94% 

18 84.83% 78.18% 

19 85.31% 79.29% 
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Figure 4.5: Iteration 2- 3rd Generation also follows 1st generation 

From the above experiment, it is vivid that all the generations in 2nd iteration are moving 

forward to almost same result despite varying optimizer, layers, epochs and other 

parameters. That means, this experiment shows that after minimal number of iterations 

expected result is achievable if hyper-parameters are perfectly tuned. This assumption is 

supported in 3rd iteration as shown in Table 4.7 below and in result at appendix B.3 

Iteration-3, i.e., with optimizer=‘adagrad‘ and activation function=‘tanh‘. 

Table 4.7: 3rd Iteration Results: 4 generations 

Generation 
No. of 
Dense 
Layers 

No. of 
Neurons 
on each 

layer 

Optimizer 
function 

Activation 
function 

Early 
stopped 
at Epoch 

Training 
Accuracy 

Validation 
Accuracy 

Total 
Time 

required 
(approx.) 

1 3 64 adagrad tanh 25 91.39% 80.20% 26 hr 37 m 

2 2 256 adagrad relu 5 33.71% 32.95% 
33 hr 12 

m 

3 1 128 adam tanh 23 86.86% 80.54% 
33 hr 21 

m 

4 1 256 adamax relu 46 62.56% 59.78% 175 hr 
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In the 1st generation, with adagrad optimizer and tanh activation, the performance shows 

the best with 3 layers, while other combinations tremendously lagged behind. Table 4.8 

below and corresponding graph in Figure 4.6 shows this result with increasing epochs.  

Table 4.8: 3rd Iteration Results: Generation 1 

Epoch Training Accuracy Validation Accuracy 

1 55.78% 71.29% 

2 73.71% 72.59% 

3 78.57% 77.99% 

4 80.94% 78.61% 

5 83.29% 77.07% 

6 83.77% 79.19% 

7 85.25% 79.82% 

8 85.09% 80.44% 

9 86.95% 79.82% 

10 86.73% 79.05% 

11 86.15% 80.30% 

12 88.08% 79.14% 

13 86.76% 80.64% 

14 88.59% 80.44% 

15 89.17% 81.12% 

16 89.43% 80.54% 

17 89.62% 79.53% 

18 89.14% 79.43% 

19 89.78% 79.87% 

20 90.39% 79.43% 

21 90.49% 79.72% 

22 90.84% 78.42% 

23 90.94% 79.87% 

24 91.61% 78.32% 
25 91.39% 80.20% 
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Figure 4.6: Iteration 3- 1st Generation surpasses previous accuracies 

We obtained the following Confusion matrix (Table 4.9) and Classification report (Table 

4.10) from the above optimum result: Iteration 3- Generation 1 from the Test samples used 

to identify the validation performance. 

Table 4.9: Confusion Matrix over the Optimum Result 

Comparison Predicted (Output Class) Total Actual 
Samples 

FRR (False 
Negative%) 

A
ct

ua
l 

C
la

ss
 

Class Bed Cat Happy 
Bed 548 89 73 710 22.8% 
Cat 84 537 63 684 21.5% 

Happy 51 52 579 682 15.1% 
Total Predicted 

Samples 
683 678 715 2076  

FAR (False 
Positive%) 

19.8% 20.8% 19.0%   

 

Test/ Validation Accuracy: 

Test accuracy= (TP+TN)/(FP+TP+FN+TN)=(548+537+715)/2076=86.7% 

Table 4.10: Classification Report over the Optimum Result 

 Precision15 Recall16  F1-score17 Support 

                                                 
15 The precision for a class is the number of true positives (i.e. the number of items correctly labeled as 
belonging to the positive class) divided by the total number of elements labeled as belonging to the positive 
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(1-FAR) (1-FRR) (Harmonic mean) (Actual Class Samples) 
Bed 0.80 0.77 0.79 710 
Cat 0.79 0.79 0.79 684 

Happy 0.81 0.85 0.83 682 
Avg / Total 0.80 0.80 0.80 2076 

These reports shows that Test accuracy as per confusion matrix is slightly overfitted than 

the training accuracy. Again, the same precision and recall scores show that the sample set 

are well balanced (80% in both cases) which determine the robustness of the system 

performance. 

4.2 Discussions and Comparative Gain from this 
Experiment 

4.2.1 Outcome 
It is interesting to note that among the generated network structures via this GA 

implementation, dense networks have been showing better performance than convolutional 

LSTM, which have not been much studied before.  

4.2.2 Gain Obtained from Present Work 
As discussed earlier in section 2.2.5.1, we can make similar calculation of effectiveness of 

this experiment with GA implementation.  

If we have 9 parameters and on each to experiment 3 combinations on average, there 

would be 9^3=729 combinations. If we are to run on DNN all these experiments, where it 

takes 13 hours each time on average on a single CPU, ultimately 729*13=9477 hours 

would be required to compare and then to optimize the solution, i.e., more than 1 year!  

                                                                                                                                                    

class (i.e. the sum of true positives and false positives, which are items incorrectly labeled as belonging to the 
class). It is often referred as positive predictive value (PPV). 
16 Recall is defined as the number of true positives divided by the total number of elements that actually 
belong to the positive class (i.e. the sum of true positives and false negatives, which are items which were not 
labeled as belonging to the positive class but should have been). It is often referred as sensitivity 
17 F1 score = 2/(1/Recall+ 1/Precision), which is the harmonic mean of Recall and Precision. 
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Instead, using GA implementation and a minima series of iterations, we can minimize the 

time extremely. 

Here 1st iteration takes only 20*13=260 hours, i.e., 12 days maximum which is <3% of the 

otherwise calculated normal expected time (depending on population size)! For 2nd or 

subsequent iterations, it is getting much less time to converge and provide the optimal 

result. 

This result has been experimented on a single CPU. Using multiple CPU in parallel or 

multiple machines, both time would be reduced in same rate. Hence, we excluded that 

experiment. 

Now, where use of DNN is a computationally intensive project for getting the result, it can 

be thus established that the runtime is O(No. of generations) instead of O(variations ^ 

network parameters), i.e., much lower time is required using GA on any combination of 

parameters (as encouraged by [121]), which would save time extremely compared to 

analyzing each and every combination of parameters using multitudes of processing power, 

time and memory.  

4.2.3 Comparative Analysis of the Accuracy 
We have found very limited research on similar genetic algorithm implementations for 

speech recognition over deep neural network. We obtained only one paper, which did 

similar work using huge computing power of supercomputers and parallel processing but 

showed less exciting result. The comparison is shown in the Table 4.11 below. 

Table 4.11: Comparison with similar experiment using GA over DNN 

 Ref. Year Features Classifiers Training Equipment 

used 

Speech Dataset Max Training 

Accuracy% 

[120] 2015 MFCC GA over 

DNN 

TSUBAME 2.5 

supercomputer with 12 

NVidia GPUs in parallel 

CSJ : 650 hrs of 
Japanese 
spontaneous speech 
(7000k words) 

81% 

Present 

Work 
2018 MFCC GA over 

DNN 

Intel core i5 PC on 

single CPU 

Google Speech 
Commands 
dataset with 105K 
audio files of 

91.4% 
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 Ref. Year Features Classifiers Training Equipment 

used 

Speech Dataset Max Training 

Accuracy% 

random people  
Here, it is vivid in our work that, while the cost of computing has been substantially 

improved (for intelligently choosing the hyper-parameters) with a single CPU instead of 

parallel supercomputing GPUs, the accuracy also showed huge difference after selective 

optimization of network parameters in a series of iterations.  

We could compare this work with other two similar experiments using evolutionary 

strategy over DNN, as shown in Table 4.12 below: 

Table 4.12: Comparison with similar experiment using any evolution strategies over DNN 

 Ref. Year Features Classifiers Training 

Equipment used 

Speech Dataset Max 

Training 

Accuracy% 

[145] 2007 Virtual 

acoustic 

model 

EA over 

NN 

EVERA simulator Simulated corpus 80.9% 

[144] 2015 MFCC CMA-ES 

over DNN-

HMM 

TSUBAME 2.5 

supercomputer 

with multiple 

NVidia GPUs in 

parallel 

CSJ : 240 hours 

academic 

presentations of of 

Japanese 

spontaneous 

speech, with a 

100-hour subset. 

87.3% 

Present 

Work 
2018 MFCC GA over 

DNN 

Intel core i5 PC 

on single CPU 

Google Speech 
Commands 
dataset with 
105K audio files 
of random people 

91.4% 

The current work therefore explores that, success of GA implementation over DNN 

actually depends on selection of hyper-parameters, ranges of values of each hyper-

parameter and efficient parameter tuning in series of iteration, which we observed was 

absent in previous researches. 
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Thus, we showed a way for optimizing multitude of parameters with an optimum 

accuracy which is computationally the least expensive and least complex. 

4.3 Discussion 
The main challenges in GA implementation is choosing the best parameter set to converge 

most efficiently, that would reduce the number of next iterations. Human intuition has been 

used in the current experiment which indeed is replaceable by a suitable algorithm.  

As a viable alternative, there can be further improvement to re-fix the parameter sets for 

next iterations via machine learning instead of using intuition.  

Hence, we conclude that automated parameter fixing followed by automated iterations 

can be a future way forward for such implementation. 

It also has been successfully tested that any combination of different types of network 

layers can be accumulated in a single run, which instead of selecting intuitively, further can 

be optimized by a sequence numbering or can be encoded into fixed-length binary strings 

and randomly choosing that sequence or string to design the combination and test. 

Further, we have used in this experiment only 9 sets of hyper-parameters. There can be 

more sets such as adding different combination of learning rate, test-train split ratio, 

momentum, number of population, number of generations, retain ratio, drop-out ratios and 

so on. 

Moreover, this experiment has used a finite set of sample speech data to limit the time 

required. In practice, we can transfer the learned structures to large-scale experiments and 

verify their effectiveness.  
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CHAPTER 5 

CONCLUSION 

5.1 Conclusion  
In this thesis we experimented on the most difficult part of speech recognition, i.e., 

identifying the optimal network architecture with a promising set of hyper-parameters and 

explored the automated improvement techniques around those. 

To this end, it has been identified that the candidate network parameters can be efficiently 

tuned, if genetic algorithm can be implemented and further optimized to reduce the time 

and cost over their search space.  

It has been experimented that a series of iterations to estimate and re-estimate the hyper-

parameters led to a better and optimal solution with extremely less time and cost. It has 

been showed that the runtime in this work, is O(No. of generations) instead of O(variations 

^ network parameters) to save remarkable time compared to the legacy processes of 

experiencing series of deep learning networks.  

Compared to similar implementations done earlier, it has been observed that the accuracy 

and the time required to optimize the network have been tremendously improved under the 

current work, while drastically reducing the cost of computing even using a single CPU 

instead of parallel supercomputing GPUs. 

5.2 Future Work 
In light of the experiment under this thesis, it may be suggested that similar analysis can be 

done on the remaining steps of speech recognition or authentication for stationary and 

mobile devices, which are mainly speech conversion, feature extraction and language 

modelling. Therefore, a combined effort using the genetic algorithm to optimize different 

hyper parameters can be used to increase the overall efficiency for such projects.  
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Also, compared to other techniques as emphasized in [121], additional research can also be 

done to examine whether Deep GA can be established as the most efficient technique 

compared to those followed by recent state-of-the-art techniques like DQN, A3C, etc. 

Not only this impressive technique is usable in pattern recognition, we recommend testing 

GA implementation using hyper parameters of DNN in other areas of interests, specially in 

the field of artificial intelligence and machine learning systems. 
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Appendix A: Setting of Hyper Parameters 

A.1 Iteration 1 
net_model :['Dense‘, ‘LSTM’], 

 nb_layers: [1, 2, 3, 4], 

 patience:[4,6,8,10], 

 nb_neurons: [64,128,256, 512, 768, 1024], 

 activation: ['relu', 'elu', 'tanh', 'sigmoid'], 

 loss :['mean_squared_error','categorical_crossentropy'], 

 optimizer : ['rmsprop', 'adam', 'sgd', 'adagrad', 'adadelta',  'adamax', 'nadam'], 

 batch_size : [20,50,100,200], 

 epochs:[10,20, 50,100, 200] 
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Appendix B: OUTPUTS 

B.1 Iteration-1 
 0%| | 0/20 [00:00<?, ?it/s] 

batch_size: 50 

epochs: 200 

(None, 19, 10, 32) 

(None, 9, 5, 32) 

(None, 60, 24) 

(None, 8) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 1597s 513ms/step - loss: 1.1653 - acc: 0.3229 - val_loss: 1.1244 - val_acc: 0.3420 

Epoch 2/200 

3112/3112 [==============================] - 1554s 499ms/step - loss: 1.1338 - acc: 0.3297 - val_loss: 1.1070 - val_acc: 0.3420 

Epoch 3/200 

3112/3112 [==============================] - 1556s 500ms/step - loss: 1.1181 - acc: 0.3223 - val_loss: 1.1008 - val_acc: 0.3420 

Epoch 4/200 

3112/3112 [==============================] - 1577s 507ms/step - loss: 1.1140 - acc: 0.3377 - val_loss: 1.0990 - val_acc: 0.3420 

Epoch 5/200 

3112/3112 [==============================] - 1556s 500ms/step - loss: 1.1054 - acc: 0.3422 - val_loss: 1.0986 - val_acc: 0.3420 

Epoch 6/200 

3112/3112 [==============================] - 1591s 511ms/step - loss: 1.1110 - acc: 0.3271 - val_loss: 1.0987 - val_acc: 0.3285 

Epoch 7/200 

3112/3112 [==============================] - 1555s 500ms/step - loss: 1.1101 - acc: 0.3323 - val_loss: 1.0989 - val_acc: 0.3285 

Epoch 8/200 

3112/3112 [==============================] - 1555s 500ms/step - loss: 1.1105 - acc: 0.3307 - val_loss: 1.0991 - val_acc: 0.3285 

Epoch 9/200 

3112/3112 [==============================] - 1570s 505ms/step - loss: 1.1080 - acc: 0.3307 - val_loss: 1.0993 - val_acc: 0.3285 

Epoch 10/200 

3112/3112 [==============================] - 1560s 501ms/step - loss: 1.1062 - acc: 0.3416 - val_loss: 1.0994 - val_acc: 0.3285 

2076/2076 [==============================] - 296s 143ms/step 

 5%|██████▏ | 1/20 [4:26:41<84:27:05, 16001.34s/it] 

batch_size: 50 
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epochs: 200 

(None, 19, 10, 32) 

(None, 9, 5, 32) 

(None, 60, 24) 

(None, 8) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 1069s 344ms/step - loss: 0.2221 - acc: 0.3570 - val_loss: 0.2213 - val_acc: 0.3854 

Epoch 2/200 

3112/3112 [==============================] - 1067s 343ms/step - loss: 0.2213 - acc: 0.3676 - val_loss: 0.2207 - val_acc: 0.3940 

Epoch 3/200 

3112/3112 [==============================] - 1065s 342ms/step - loss: 0.2202 - acc: 0.3811 - val_loss: 0.2199 - val_acc: 0.3892 

Epoch 4/200 

3112/3112 [==============================] - 1070s 344ms/step - loss: 0.2195 - acc: 0.4026 - val_loss: 0.2197 - val_acc: 0.3935 

Epoch 5/200 

3112/3112 [==============================] - 1069s 344ms/step - loss: 0.2189 - acc: 0.3988 - val_loss: 0.2183 - val_acc: 0.4143 

Epoch 6/200 

3112/3112 [==============================] - 1071s 344ms/step - loss: 0.2170 - acc: 0.4049 - val_loss: 0.2175 - val_acc: 0.4037 

Epoch 7/200 

3112/3112 [==============================] - 1075s 345ms/step - loss: 0.2163 - acc: 0.4181 - val_loss: 0.2158 - val_acc: 0.4181 

Epoch 8/200 

3112/3112 [==============================] - 1075s 345ms/step - loss: 0.2148 - acc: 0.4242 - val_loss: 0.2139 - val_acc: 0.4258 

Epoch 9/200 

3112/3112 [==============================] - 1072s 344ms/step - loss: 0.2137 - acc: 0.4280 - val_loss: 0.2148 - val_acc: 0.4244 

Epoch 10/200 

3112/3112 [==============================] - 1068s 343ms/step - loss: 0.2121 - acc: 0.4338 - val_loss: 0.2143 - val_acc: 0.4234 

Epoch 11/200 

3112/3112 [==============================] - 1072s 345ms/step - loss: 0.2129 - acc: 0.4377 - val_loss: 0.2129 - val_acc: 0.4355 

Epoch 12/200 

3112/3112 [==============================] - 1072s 345ms/step - loss: 0.2112 - acc: 0.4486 - val_loss: 0.2102 - val_acc: 0.4470 

Epoch 13/200 

3112/3112 [==============================] - 1072s 344ms/step - loss: 0.2094 - acc: 0.4605 - val_loss: 0.2100 - val_acc: 0.4499 

Epoch 14/200 

3112/3112 [==============================] - 1073s 345ms/step - loss: 0.2110 - acc: 0.4473 - val_loss: 0.2111 - val_acc: 0.4408 

Epoch 15/200 

3112/3112 [==============================] - 1071s 344ms/step - loss: 0.2092 - acc: 0.4544 - val_loss: 0.2113 - val_acc: 0.4412 

Epoch 16/200 
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3112/3112 [==============================] - 1071s 344ms/step - loss: 0.2081 - acc: 0.4679 - val_loss: 0.2083 - val_acc: 0.4610 

Epoch 17/200 

3112/3112 [==============================] - 1070s 344ms/step - loss: 0.2080 - acc: 0.4714 - val_loss: 0.2103 - val_acc: 0.4562 

Epoch 18/200 

3112/3112 [==============================] - 1069s 344ms/step - loss: 0.2065 - acc: 0.4698 - val_loss: 0.2093 - val_acc: 0.4634 

Epoch 19/200 

3112/3112 [==============================] - 1071s 344ms/step - loss: 0.2069 - acc: 0.4711 - val_loss: 0.2056 - val_acc: 0.4783 

Epoch 20/200 

3112/3112 [==============================] - 1069s 344ms/step - loss: 0.2066 - acc: 0.4653 - val_loss: 0.2063 - val_acc: 0.4677 

Epoch 21/200 

3112/3112 [==============================] - 1069s 344ms/step - loss: 0.2062 - acc: 0.4653 - val_loss: 0.2055 - val_acc: 0.4745 

Epoch 22/200 

3112/3112 [==============================] - 1068s 343ms/step - loss: 0.2044 - acc: 0.4778 - val_loss: 0.2045 - val_acc: 0.4865 

Epoch 23/200 

3112/3112 [==============================] - 1864s 599ms/step - loss: 0.2050 - acc: 0.4762 - val_loss: 0.2048 - val_acc: 0.4759 

Epoch 24/200 

3112/3112 [==============================] - 2558s 822ms/step - loss: 0.2043 - acc: 0.4881 - val_loss: 0.2049 - val_acc: 0.4778 

Epoch 25/200 

3112/3112 [==============================] - 1323s 425ms/step - loss: 0.2044 - acc: 0.4823 - val_loss: 0.2061 - val_acc: 0.4706 

Epoch 26/200 

3112/3112 [==============================] - 1179s 379ms/step - loss: 0.2046 - acc: 0.4878 - val_loss: 0.2029 - val_acc: 0.4865 

Epoch 27/200 

3112/3112 [==============================] - 1195s 384ms/step - loss: 0.2041 - acc: 0.4868 - val_loss: 0.2063 - val_acc: 0.4706 

Epoch 28/200 

3112/3112 [==============================] - 1243s 399ms/step - loss: 0.2054 - acc: 0.4865 - val_loss: 0.2028 - val_acc: 0.4884 

Epoch 29/200 

3112/3112 [==============================] - 1225s 394ms/step - loss: 0.2045 - acc: 0.4733 - val_loss: 0.2019 - val_acc: 0.4986 

Epoch 30/200 

3112/3112 [==============================] - 1202s 386ms/step - loss: 0.2028 - acc: 0.4904 - val_loss: 0.2019 - val_acc: 0.4836 

Epoch 31/200 

3112/3112 [==============================] - 1754s 564ms/step - loss: 0.2030 - acc: 0.4871 - val_loss: 0.2016 - val_acc: 0.4904 

Epoch 32/200 

3112/3112 [==============================] - 2246s 722ms/step - loss: 0.2041 - acc: 0.4862 - val_loss: 0.2017 - val_acc: 0.5000 

Epoch 33/200 

3112/3112 [==============================] - 2302s 740ms/step - loss: 0.2012 - acc: 0.4952 - val_loss: 0.2008 - val_acc: 0.4937 

Epoch 34/200 

3112/3112 [==============================] - 2094s 673ms/step - loss: 0.2028 - acc: 0.4949 - val_loss: 0.2050 - val_acc: 0.4807 
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Epoch 35/200 

3112/3112 [==============================] - 1219s 392ms/step - loss: 0.2022 - acc: 0.4936 - val_loss: 0.2002 - val_acc: 0.4981 

Epoch 36/200 

3112/3112 [==============================] - 1244s 400ms/step - loss: 0.1998 - acc: 0.5074 - val_loss: 0.2006 - val_acc: 0.5000 

Epoch 37/200 

3112/3112 [==============================] - 1261s 405ms/step - loss: 0.2006 - acc: 0.5035 - val_loss: 0.2008 - val_acc: 0.4976 

Epoch 38/200 

3112/3112 [==============================] - 1258s 404ms/step - loss: 0.2008 - acc: 0.4907 - val_loss: 0.2003 - val_acc: 0.4957 

Epoch 39/200 

3112/3112 [==============================] - 1251s 402ms/step - loss: 0.1991 - acc: 0.5093 - val_loss: 0.2004 - val_acc: 0.4990 

Epoch 40/200 

3112/3112 [==============================] - 1258s 404ms/step - loss: 0.1997 - acc: 0.5061 - val_loss: 0.2002 - val_acc: 0.5014 

2076/2076 [==============================] - 239s 115ms/step 

 10%|████████████ | 2/20 [18:44:37<133:13:06, 26643.68s/it] 

batch_size: 100 

epochs: 100 

(None, 7040) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/100 

3112/3112 [==============================] - 1456s 468ms/step - loss: 0.9363 - acc: 0.6234 - val_loss: 0.9026 - val_acc: 0.6686 

Epoch 2/100 

3112/3112 [==============================] - 1461s 470ms/step - loss: 0.6622 - acc: 0.7326 - val_loss: 1.0759 - val_acc: 0.6440 

Epoch 3/100 

3112/3112 [==============================] - 1463s 470ms/step - loss: 0.5983 - acc: 0.7699 - val_loss: 0.6773 - val_acc: 0.7355 

Epoch 4/100 

3112/3112 [==============================] - 1462s 470ms/step - loss: 0.5418 - acc: 0.7882 - val_loss: 0.6516 - val_acc: 0.7630 

Epoch 5/100 

3112/3112 [==============================] - 1470s 472ms/step - loss: 0.5353 - acc: 0.7921 - val_loss: 0.9718 - val_acc: 0.6618 

Epoch 6/100 

3112/3112 [==============================] - 1462s 470ms/step - loss: 0.5200 - acc: 0.7953 - val_loss: 0.9651 - val_acc: 0.7081 

Epoch 7/100 

3112/3112 [==============================] - 1458s 469ms/step - loss: 0.4887 - acc: 0.8152 - val_loss: 0.6047 - val_acc: 0.7726 

Epoch 8/100 

3112/3112 [==============================] - 2464s 792ms/step - loss: 0.4824 - acc: 0.8101 - val_loss: 0.8829 - val_acc: 0.7038 

Epoch 9/100 

3112/3112 [==============================] - 52821s 17s/step - loss: 0.4652 - acc: 0.8281 - val_loss: 0.7024 - val_acc: 0.7505 

Epoch 10/100 
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3112/3112 [==============================] - 1528s 491ms/step - loss: 0.4505 - acc: 0.8297 - val_loss: 0.6461 - val_acc: 0.7673 

Epoch 11/100 

3112/3112 [==============================] - 1559s 501ms/step - loss: 0.4657 - acc: 0.8210 - val_loss: 0.8176 - val_acc: 0.6946 

Epoch 12/100 

3112/3112 [==============================] - 1534s 493ms/step - loss: 0.4633 - acc: 0.8326 - val_loss: 0.5705 - val_acc: 0.7856 

Epoch 13/100 

3112/3112 [==============================] - 1396s 449ms/step - loss: 0.4411 - acc: 0.8348 - val_loss: 0.5856 - val_acc: 0.7890 

Epoch 14/100 

3112/3112 [==============================] - 1258s 404ms/step - loss: 0.4500 - acc: 0.8246 - val_loss: 0.6029 - val_acc: 0.7750 

Epoch 15/100 

3112/3112 [==============================] - 2487s 799ms/step - loss: 0.4479 - acc: 0.8361 - val_loss: 0.6422 - val_acc: 0.7500 

Epoch 16/100 

3112/3112 [==============================] - 2653s 852ms/step - loss: 0.4443 - acc: 0.8316 - val_loss: 0.5792 - val_acc: 0.7900 

Epoch 17/100 

3112/3112 [==============================] - 1496s 481ms/step - loss: 0.4368 - acc: 0.8319 - val_loss: 0.6411 - val_acc: 0.7803 

2076/2076 [==============================] - 212s 102ms/step 

 15%|██████████████████▏ | 3/20 [40:51:58<200:53:52, 42543.11s/it] 

batch_size: 100 

epochs: 100 

(None, 19, 10, 32) 

(None, 9, 5, 32) 

(None, 60, 24) 

(None, 64) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/100 

3112/3112 [==============================] - 6084s 2s/step - loss: 0.4205 - acc: 0.3361 - val_loss: 0.4370 - val_acc: 0.3338 

Epoch 2/100 

3112/3112 [==============================] - 8459s 3s/step - loss: 0.4366 - acc: 0.3345 - val_loss: 0.4333 - val_acc: 0.3434 

Epoch 3/100 

3112/3112 [==============================] - 5975s 2s/step - loss: 0.4373 - acc: 0.3361 - val_loss: 0.4227 - val_acc: 0.3526 

Epoch 4/100 

3112/3112 [==============================] - 5943s 2s/step - loss: 0.4370 - acc: 0.3348 - val_loss: 0.4447 - val_acc: 0.3276 

Epoch 5/100 

3112/3112 [==============================] - 5915s 2s/step - loss: 0.4411 - acc: 0.3313 - val_loss: 0.4309 - val_acc: 0.3502 

Epoch 6/100 

3112/3112 [==============================] - 5937s 2s/step - loss: 0.4331 - acc: 0.3477 - val_loss: 0.4362 - val_acc: 0.3434 

Epoch 7/100 
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3112/3112 [==============================] - 5929s 2s/step - loss: 0.4399 - acc: 0.3358 - val_loss: 0.4318 - val_acc: 0.3478 

Epoch 8/100 

3112/3112 [==============================] - 5912s 2s/step - loss: 0.4409 - acc: 0.3352 - val_loss: 0.4440 - val_acc: 0.3324 

2076/2076 [==============================] - 953s 459ms/step 

 20%|████████████████████████▏ | 4/20 [55:04:02<200:31:18, 45117.39s/it] 

batch_size: 50 

epochs: 100 

(None, 19, 10, 32) 

(None, 9, 5, 32) 

(None, 60, 24) 

(None, 8) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/100 

3112/3112 [==============================] - 1211s 389ms/step - loss: 0.2342 - acc: 0.3647 - val_loss: 0.2204 - val_acc: 0.3704 

Epoch 2/100 

3112/3112 [==============================] - 1216s 391ms/step - loss: 0.2230 - acc: 0.3621 - val_loss: 0.2201 - val_acc: 0.3791 

Epoch 3/100 

3112/3112 [==============================] - 1210s 389ms/step - loss: 0.2211 - acc: 0.3663 - val_loss: 0.2198 - val_acc: 0.4032 

Epoch 4/100 

3112/3112 [==============================] - 1215s 390ms/step - loss: 0.2193 - acc: 0.3834 - val_loss: 0.2188 - val_acc: 0.4167 

Epoch 5/100 

3112/3112 [==============================] - 1214s 390ms/step - loss: 0.2200 - acc: 0.3756 - val_loss: 0.2189 - val_acc: 0.4056 

Epoch 6/100 

3112/3112 [==============================] - 1215s 390ms/step - loss: 0.2191 - acc: 0.3978 - val_loss: 0.2183 - val_acc: 0.4017 

Epoch 7/100 

3112/3112 [==============================] - 1212s 389ms/step - loss: 0.2186 - acc: 0.4010 - val_loss: 0.2181 - val_acc: 0.4090 

Epoch 8/100 

3112/3112 [==============================] - 1212s 389ms/step - loss: 0.2185 - acc: 0.3978 - val_loss: 0.2174 - val_acc: 0.4186 

Epoch 9/100 

3112/3112 [==============================] - 1214s 390ms/step - loss: 0.2175 - acc: 0.4078 - val_loss: 0.2164 - val_acc: 0.4229 

Epoch 10/100 

3112/3112 [==============================] - 1228s 395ms/step - loss: 0.2174 - acc: 0.4087 - val_loss: 0.2161 - val_acc: 0.4249 

Epoch 11/100 

3112/3112 [==============================] - 1215s 390ms/step - loss: 0.2178 - acc: 0.3936 - val_loss: 0.2159 - val_acc: 0.4224 

Epoch 12/100 

3112/3112 [==============================] - 1215s 391ms/step - loss: 0.2158 - acc: 0.4126 - val_loss: 0.2144 - val_acc: 0.4277 

Epoch 13/100 
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3112/3112 [==============================] - 1214s 390ms/step - loss: 0.2170 - acc: 0.4110 - val_loss: 0.2145 - val_acc: 0.4311 

Epoch 14/100 

3112/3112 [==============================] - 1226s 394ms/step - loss: 0.2163 - acc: 0.4129 - val_loss: 0.2136 - val_acc: 0.4316 

Epoch 15/100 

3112/3112 [==============================] - 1219s 392ms/step - loss: 0.2157 - acc: 0.4206 - val_loss: 0.2132 - val_acc: 0.4374 

Epoch 16/100 

3112/3112 [==============================] - 1221s 392ms/step - loss: 0.2146 - acc: 0.4206 - val_loss: 0.2138 - val_acc: 0.4422 

Epoch 17/100 

3112/3112 [==============================] - 1224s 393ms/step - loss: 0.2150 - acc: 0.4145 - val_loss: 0.2128 - val_acc: 0.4408 

Epoch 18/100 

3112/3112 [==============================] - 1217s 391ms/step - loss: 0.2146 - acc: 0.4242 - val_loss: 0.2127 - val_acc: 0.4417 

Epoch 19/100 

3112/3112 [==============================] - 1216s 391ms/step - loss: 0.2152 - acc: 0.4232 - val_loss: 0.2120 - val_acc: 0.4451 

Epoch 20/100 

3112/3112 [==============================] - 1217s 391ms/step - loss: 0.2145 - acc: 0.4181 - val_loss: 0.2114 - val_acc: 0.4417 

Epoch 21/100 

3112/3112 [==============================] - 1215s 391ms/step - loss: 0.2132 - acc: 0.4364 - val_loss: 0.2115 - val_acc: 0.4422 

Epoch 22/100 

3112/3112 [==============================] - 1213s 390ms/step - loss: 0.2134 - acc: 0.4287 - val_loss: 0.2120 - val_acc: 0.4388 

Epoch 23/100 

3112/3112 [==============================] - 1215s 390ms/step - loss: 0.2138 - acc: 0.4168 - val_loss: 0.2107 - val_acc: 0.4383 

Epoch 24/100 

3112/3112 [==============================] - 1216s 391ms/step - loss: 0.2134 - acc: 0.4354 - val_loss: 0.2107 - val_acc: 0.4417 

Epoch 25/100 

3112/3112 [==============================] - 1325s 426ms/step - loss: 0.2135 - acc: 0.4344 - val_loss: 0.2107 - val_acc: 0.4436 

Epoch 26/100 

3112/3112 [==============================] - 1307s 420ms/step - loss: 0.2127 - acc: 0.4299 - val_loss: 0.2105 - val_acc: 0.4408 

Epoch 27/100 

3112/3112 [==============================] - 1220s 392ms/step - loss: 0.2115 - acc: 0.4348 - val_loss: 0.2101 - val_acc: 0.4427 

Epoch 28/100 

3112/3112 [==============================] - 1227s 394ms/step - loss: 0.2126 - acc: 0.4361 - val_loss: 0.2103 - val_acc: 0.4427 

Epoch 29/100 

3112/3112 [==============================] - 1216s 391ms/step - loss: 0.2121 - acc: 0.4280 - val_loss: 0.2099 - val_acc: 0.4436 

Epoch 30/100 

3112/3112 [==============================] - 1213s 390ms/step - loss: 0.2125 - acc: 0.4254 - val_loss: 0.2107 - val_acc: 0.4417 

Epoch 31/100 

3112/3112 [==============================] - 1304s 419ms/step - loss: 0.2133 - acc: 0.4145 - val_loss: 0.2106 - val_acc: 0.4408 
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Epoch 32/100 

3112/3112 [==============================] - 1356s 436ms/step - loss: 0.2138 - acc: 0.4341 - val_loss: 0.2106 - val_acc: 0.4403 

Epoch 33/100 

3112/3112 [==============================] - 1683s 541ms/step - loss: 0.2115 - acc: 0.4364 - val_loss: 0.2099 - val_acc: 0.4427 

Epoch 34/100 

3112/3112 [==============================] - 1209s 388ms/step - loss: 0.2127 - acc: 0.4277 - val_loss: 0.2097 - val_acc: 0.4432 

Epoch 35/100 

3112/3112 [==============================] - 1207s 388ms/step - loss: 0.2120 - acc: 0.4293 - val_loss: 0.2097 - val_acc: 0.4379 

Epoch 36/100 

3112/3112 [==============================] - 1206s 388ms/step - loss: 0.2115 - acc: 0.4486 - val_loss: 0.2096 - val_acc: 0.4383 

Epoch 37/100 

3112/3112 [==============================] - 1208s 388ms/step - loss: 0.2112 - acc: 0.4409 - val_loss: 0.2093 - val_acc: 0.4451 

Epoch 38/100 

3112/3112 [==============================] - 1289s 414ms/step - loss: 0.2108 - acc: 0.4518 - val_loss: 0.2092 - val_acc: 0.4441 

Epoch 39/100 

3112/3112 [==============================] - 1332s 428ms/step - loss: 0.2113 - acc: 0.4441 - val_loss: 0.2092 - val_acc: 0.4422 

Epoch 40/100 

3112/3112 [==============================] - 1328s 427ms/step - loss: 0.2122 - acc: 0.4438 - val_loss: 0.2095 - val_acc: 0.4383 

Epoch 41/100 

3112/3112 [==============================] - 1701s 547ms/step - loss: 0.2105 - acc: 0.4402 - val_loss: 0.2090 - val_acc: 0.4432 

Epoch 42/100 

3112/3112 [==============================] - 5963s 2s/step - loss: 0.2117 - acc: 0.4287 - val_loss: 0.2090 - val_acc: 0.4412 

Epoch 43/100 

3112/3112 [==============================] - 1373s 441ms/step - loss: 0.2126 - acc: 0.4283 - val_loss: 0.2091 - val_acc: 0.4417 

Epoch 44/100 

3112/3112 [==============================] - 1400s 450ms/step - loss: 0.2113 - acc: 0.4338 - val_loss: 0.2091 - val_acc: 0.4436 

Epoch 45/100 

3112/3112 [==============================] - 1256s 403ms/step - loss: 0.2100 - acc: 0.4473 - val_loss: 0.2092 - val_acc: 0.4393 

Epoch 46/100 

3112/3112 [==============================] - 1366s 439ms/step - loss: 0.2112 - acc: 0.4418 - val_loss: 0.2097 - val_acc: 0.4417 

2076/2076 [==============================] - 301s 145ms/step 

 25%|██████████████████████████████▎ | 5/20 [72:37:11<210:34:42, 50538.84s/it] 

batch_size: 20 

epochs: 100 

(None, 14080) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/100 
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3112/3112 [==============================] - 3549s 1s/step - loss: 0.7098 - acc: 0.7163 - val_loss: 0.5832 - val_acc: 0.7697 

Epoch 2/100 

3112/3112 [==============================] - 3486s 1s/step - loss: 0.5412 - acc: 0.7898 - val_loss: 0.5477 - val_acc: 0.7909 

Epoch 3/100 

3112/3112 [==============================] - 3375s 1s/step - loss: 0.4929 - acc: 0.8114 - val_loss: 0.6008 - val_acc: 0.7828 

Epoch 4/100 

3112/3112 [==============================] - 3776s 1s/step - loss: 0.4379 - acc: 0.8271 - val_loss: 0.6119 - val_acc: 0.7881 

Epoch 5/100 

3112/3112 [==============================] - 3979s 1s/step - loss: 0.4214 - acc: 0.8458 - val_loss: 0.5813 - val_acc: 0.7856 

Epoch 6/100 

3112/3112 [==============================] - 5006s 2s/step - loss: 0.4064 - acc: 0.8474 - val_loss: 0.5570 - val_acc: 0.7958 

Epoch 7/100 

3112/3112 [==============================] - 3734s 1s/step - loss: 0.3738 - acc: 0.8609 - val_loss: 0.5901 - val_acc: 0.7958 

2076/2076 [==============================] - 429s 207ms/step 

 30%|████████████████████████████████████▎ | 6/20 [80:12:52<169:28:29, 43579.24s/it] 

batch_size: 100 

epochs: 200 

(None, 19, 10, 32) 

(None, 9, 5, 32) 

(None, 60, 24) 

(None, 32) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 2086s 670ms/step - loss: 0.4252 - acc: 0.3380 - val_loss: 0.4324 - val_acc: 0.3290 

Epoch 2/200 

3112/3112 [==============================] - 2051s 659ms/step - loss: 0.4252 - acc: 0.3380 - val_loss: 0.4318 - val_acc: 0.3304 

Epoch 3/200 

3112/3112 [==============================] - 2020s 649ms/step - loss: 0.4349 - acc: 0.3146 - val_loss: 0.4255 - val_acc: 0.3333 

Epoch 4/200 

3112/3112 [==============================] - 2015s 648ms/step - loss: 0.4042 - acc: 0.3461 - val_loss: 0.4026 - val_acc: 0.3319 

Epoch 5/200 

3112/3112 [==============================] - 2026s 651ms/step - loss: 0.3993 - acc: 0.3435 - val_loss: 0.4136 - val_acc: 0.3372 

Epoch 6/200 

3112/3112 [==============================] - 2037s 655ms/step - loss: 0.4099 - acc: 0.3345 - val_loss: 0.4130 - val_acc: 0.3396 

Epoch 7/200 

3112/3112 [==============================] - 2029s 652ms/step - loss: 0.4043 - acc: 0.3445 - val_loss: 0.4085 - val_acc: 0.3459 

Epoch 8/200 
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3112/3112 [==============================] - 2039s 655ms/step - loss: 0.4001 - acc: 0.3499 - val_loss: 0.4042 - val_acc: 0.3444 

Epoch 9/200 

3112/3112 [==============================] - 31642s 10s/step - loss: 0.4089 - acc: 0.3406 - val_loss: 0.4072 - val_acc: 0.3377 

2076/2076 [==============================] - 4633s 2s/step 

 35%|██████████████████████████████████████████▎ | 7/20 [94:49:48<167:09:36, 46290.46s/it] 

batch_size: 50 

epochs: 10 

(None, 3520) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/10 

3112/3112 [==============================] - 1525s 490ms/step - loss: 0.8329 - acc: 0.6465 - val_loss: 0.7537 - val_acc: 0.6927 

Epoch 2/10 

3112/3112 [==============================] - 29326s 9s/step - loss: 0.6565 - acc: 0.7355 - val_loss: 0.7249 - val_acc: 0.7081 

Epoch 3/10 

3112/3112 [==============================] - 747s 240ms/step - loss: 0.6203 - acc: 0.7487 - val_loss: 0.7099 - val_acc: 0.7298 

Epoch 4/10 

3112/3112 [==============================] - 748s 240ms/step - loss: 0.6038 - acc: 0.7535 - val_loss: 0.6413 - val_acc: 0.7457 

Epoch 5/10 

3112/3112 [==============================] - 748s 240ms/step - loss: 0.5622 - acc: 0.7728 - val_loss: 0.6709 - val_acc: 0.7529 

Epoch 6/10 

3112/3112 [==============================] - 745s 239ms/step - loss: 0.5536 - acc: 0.7796 - val_loss: 0.6132 - val_acc: 0.7587 

Epoch 7/10 

3112/3112 [==============================] - 742s 239ms/step - loss: 0.5318 - acc: 0.7844 - val_loss: 0.6059 - val_acc: 0.7673 

Epoch 8/10 

3112/3112 [==============================] - 757s 243ms/step - loss: 0.5190 - acc: 0.7876 - val_loss: 0.6271 - val_acc: 0.7659 

Epoch 9/10 

3112/3112 [==============================] - 745s 239ms/step - loss: 0.5181 - acc: 0.8011 - val_loss: 0.6116 - val_acc: 0.7640 

Epoch 10/10 

3112/3112 [==============================] - 746s 240ms/step - loss: 0.5089 - acc: 0.8008 - val_loss: 0.6131 - val_acc: 0.7702 

2076/2076 [==============================] - 130s 63ms/step 

 40%|████████████████████████████████████████████████ | 8/20 [105:05:51<144:58:24, 43492.06s/it] 

batch_size: 100 

epochs: 10 

(None, 19, 10, 32) 

(None, 9, 5, 32) 

(None, 60, 24) 

(None, 64) 
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Train on 3112 samples, validate on 2076 samples 

Epoch 1/10 

3112/3112 [==============================] - 3076s 988ms/step - loss: 1.1341 - acc: 0.3246 - val_loss: 1.1002 - val_acc: 0.3160 

Epoch 2/10 

3112/3112 [==============================] - 3088s 992ms/step - loss: 1.1160 - acc: 0.3316 - val_loss: 1.0991 - val_acc: 0.3261 

Epoch 3/10 

3112/3112 [==============================] - 3103s 997ms/step - loss: 1.1163 - acc: 0.3175 - val_loss: 1.1004 - val_acc: 0.3285 

Epoch 4/10 

3112/3112 [==============================] - 4013s 1s/step - loss: 1.1136 - acc: 0.3297 - val_loss: 1.0981 - val_acc: 0.3425 

Epoch 5/10 

3112/3112 [==============================] - 3584s 1s/step - loss: 1.1097 - acc: 0.3361 - val_loss: 1.1000 - val_acc: 0.3285 

Epoch 6/10 

3112/3112 [==============================] - 4381s 1s/step - loss: 1.1095 - acc: 0.3332 - val_loss: 1.0978 - val_acc: 0.3603 

Epoch 7/10 

3112/3112 [==============================] - 6330s 2s/step - loss: 1.1085 - acc: 0.3429 - val_loss: 1.0985 - val_acc: 0.3285 

Epoch 8/10 

3112/3112 [==============================] - 3613s 1s/step - loss: 1.1062 - acc: 0.3271 - val_loss: 1.0989 - val_acc: 0.3497 

Epoch 9/10 

3112/3112 [==============================] - 4125s 1s/step - loss: 1.1063 - acc: 0.3303 - val_loss: 1.0971 - val_acc: 0.3960 

Epoch 10/10 

3112/3112 [==============================] - 43659s 14s/step - loss: 1.1071 - acc: 0.3339 - val_loss: 1.0983 - val_acc: 0.3478 

2076/2076 [==============================] - 569s 274ms/step 

 45%|██████████████████████████████████████████████████████ | 9/20 [127:11:43<165:56:52, 54310.20s/it] 

batch_size: 100 

epochs: 10 

(None, 7040) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/10 

3112/3112 [==============================] - 2520s 810ms/step - loss: 5.0189 - acc: 0.5084 - val_loss: 5.1548 - val_acc: 0.4557 

Epoch 2/10 

3112/3112 [==============================] - 2519s 809ms/step - loss: 1.3573 - acc: 0.7265 - val_loss: 0.9936 - val_acc: 0.7206 

Epoch 3/10 

3112/3112 [==============================] - 2512s 807ms/step - loss: 0.6555 - acc: 0.7728 - val_loss: 1.0526 - val_acc: 0.6354 

Epoch 4/10 

3112/3112 [==============================] - 2507s 806ms/step - loss: 0.5559 - acc: 0.7921 - val_loss: 0.7847 - val_acc: 0.7091 

Epoch 5/10 

3112/3112 [==============================] - 2506s 805ms/step - loss: 0.4980 - acc: 0.8133 - val_loss: 0.5355 - val_acc: 0.8030 
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Epoch 6/10 

3112/3112 [==============================] - 2489s 800ms/step - loss: 0.4559 - acc: 0.8271 - val_loss: 0.5760 - val_acc: 0.7842 

Epoch 7/10 

3112/3112 [==============================] - 2546s 818ms/step - loss: 0.4708 - acc: 0.8191 - val_loss: 0.5264 - val_acc: 0.7972 

Epoch 8/10 

3112/3112 [==============================] - 2787s 895ms/step - loss: 0.4296 - acc: 0.8355 - val_loss: 0.6532 - val_acc: 0.7678 

Epoch 9/10 

3112/3112 [==============================] - 2824s 908ms/step - loss: 0.4173 - acc: 0.8419 - val_loss: 0.4883 - val_acc: 0.8160 

Epoch 10/10 

3112/3112 [==============================] - 2762s 888ms/step - loss: 0.4027 - acc: 0.8490 - val_loss: 0.6187 - val_acc: 0.7958 

2076/2076 [==============================] - 718s 346ms/step 

 50%|███████████████████████████████████████████████████████████▌ | 10/20 [134:36:39<127:50:59, 
46025.96s/it] 

batch_size: 200 

epochs: 10 

(None, 7040) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/10 

3112/3112 [==============================] - 7909s 3s/step - loss: 0.4141 - acc: 0.3403 - val_loss: 0.2773 - val_acc: 0.4581 

Epoch 2/10 

3112/3112 [==============================] - 5060s 2s/step - loss: 0.3054 - acc: 0.4473 - val_loss: 0.1390 - val_acc: 0.6975 

Epoch 3/10 

3112/3112 [==============================] - 6449s 2s/step - loss: 0.1940 - acc: 0.5951 - val_loss: 0.1324 - val_acc: 0.7124 

Epoch 4/10 

3112/3112 [==============================] - 8862s 3s/step - loss: 0.1431 - acc: 0.6996 - val_loss: 0.1095 - val_acc: 0.7688 

Epoch 5/10 

3112/3112 [==============================] - 5316s 2s/step - loss: 0.1306 - acc: 0.7265 - val_loss: 0.0939 - val_acc: 0.8136 

Epoch 6/10 

3112/3112 [==============================] - 4904s 2s/step - loss: 0.1179 - acc: 0.7500 - val_loss: 0.1088 - val_acc: 0.7760 

Epoch 7/10 

3112/3112 [==============================] - 5374s 2s/step - loss: 0.1123 - acc: 0.7629 - val_loss: 0.0942 - val_acc: 0.8078 

Epoch 8/10 

3112/3112 [==============================] - 5905s 2s/step - loss: 0.1075 - acc: 0.7757 - val_loss: 0.0968 - val_acc: 0.8064 

Epoch 9/10 

3112/3112 [==============================] - 6542s 2s/step - loss: 0.0959 - acc: 0.8062 - val_loss: 0.1029 - val_acc: 0.7866 

Epoch 10/10 

3112/3112 [==============================] - 24378s 8s/step - loss: 0.0998 - acc: 0.7940 - val_loss: 0.0994 - val_acc: 0.7929 
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2076/2076 [==============================] - 2473s 1s/step 

 55%|█████████████████████████████████████████████████████████████████▍ | 11/20 
[158:18:12<144:30:53, 57805.98s/it] 

batch_size: 50 

epochs: 50 

(None, 14080) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/50 

3112/3112 [==============================] - 8263s 3s/step - loss: 10.8690 - acc: 0.3217 - val_loss: 10.6056 - val_acc: 0.3420 

Epoch 2/50 

3112/3112 [==============================] - 5315s 2s/step - loss: 9.1278 - acc: 0.4161 - val_loss: 6.7155 - val_acc: 0.5568 

Epoch 3/50 

3112/3112 [==============================] - 5278s 2s/step - loss: 6.9603 - acc: 0.5456 - val_loss: 6.5857 - val_acc: 0.5674 

Epoch 4/50 

3112/3112 [==============================] - 12910s 4s/step - loss: 6.7227 - acc: 0.5639 - val_loss: 6.3667 - val_acc: 0.5872 

Epoch 5/50 

3112/3112 [==============================] - 4801s 2s/step - loss: 6.7420 - acc: 0.5633 - val_loss: 6.2122 - val_acc: 0.5992 

Epoch 6/50 

3112/3112 [==============================] - 4857s 2s/step - loss: 6.5954 - acc: 0.5762 - val_loss: 8.4967 - val_acc: 0.4547 

Epoch 7/50 

3112/3112 [==============================] - 4806s 2s/step - loss: 6.5020 - acc: 0.5861 - val_loss: 6.3211 - val_acc: 0.5939 

Epoch 8/50 

3112/3112 [==============================] - 5174s 2s/step - loss: 6.4729 - acc: 0.5871 - val_loss: 7.6181 - val_acc: 0.5154 

Epoch 9/50 

3112/3112 [==============================] - 4841s 2s/step - loss: 6.4674 - acc: 0.5845 - val_loss: 6.1755 - val_acc: 0.6060 

Epoch 10/50 

3112/3112 [==============================] - 4862s 2s/step - loss: 6.3229 - acc: 0.5954 - val_loss: 6.2084 - val_acc: 0.6065 

Epoch 11/50 

3112/3112 [==============================] - 4930s 2s/step - loss: 6.3567 - acc: 0.5942 - val_loss: 6.1524 - val_acc: 0.6079 

Epoch 12/50 

3112/3112 [==============================] - 4828s 2s/step - loss: 6.3941 - acc: 0.5925 - val_loss: 6.6440 - val_acc: 0.5785 

Epoch 13/50 

3112/3112 [==============================] - 4893s 2s/step - loss: 6.3119 - acc: 0.5993 - val_loss: 6.1456 - val_acc: 0.6084 

Epoch 14/50 

3112/3112 [==============================] - 5829s 2s/step - loss: 6.3432 - acc: 0.5942 - val_loss: 6.1639 - val_acc: 0.6089 

Epoch 15/50 

3112/3112 [==============================] - 47456s 15s/step - loss: 6.2596 - acc: 0.6025 - val_loss: 6.2409 - val_acc: 0.6012 
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Epoch 16/50 

2750/3112 [=========================>....] - ETA: 46:01 - loss: 6.2773 - acc: 0.6036 

B.2 Iteration-2 
 0%| | 0/20 [00:00<?, ?it/s] 

batch_size: 200 

epochs: 200 

patience: 8 

optimizer: adagrad 

activation: tanh 

loss: mean_squared_error 

(None, 28160) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 18497s 6s/step - loss: 0.3198 - acc: 0.4826 - val_loss: 0.2406 - val_acc: 0.6166 

Epoch 2/200 

3112/3112 [==============================] - 9192s 3s/step - loss: 0.2033 - acc: 0.6764 - val_loss: 0.1813 - val_acc: 0.7086 

Epoch 3/200 

3112/3112 [==============================] - 35518s 11s/step - loss: 0.1494 - acc: 0.7590 - val_loss: 0.1719 - val_acc: 0.7264 

Epoch 4/200 

3112/3112 [==============================] - 5980s 2s/step - loss: 0.1446 - acc: 0.7635 - val_loss: 0.1385 - val_acc: 0.7750 

Epoch 5/200 

3112/3112 [==============================] - 5959s 2s/step - loss: 0.1144 - acc: 0.8127 - val_loss: 0.1310 - val_acc: 0.7861 

Epoch 6/200 

3112/3112 [==============================] - 9939s 3s/step - loss: 0.1139 - acc: 0.8139 - val_loss: 0.1275 - val_acc: 0.7861 

Epoch 7/200 

3112/3112 [==============================] - 6413s 2s/step - loss: 0.1105 - acc: 0.8201 - val_loss: 0.1317 - val_acc: 0.7813 

Epoch 8/200 

3112/3112 [==============================] - 7383s 2s/step - loss: 0.1069 - acc: 0.8229 - val_loss: 0.1367 - val_acc: 0.7784 

Epoch 9/200 

3112/3112 [==============================] - 8288s 3s/step - loss: 0.0992 - acc: 0.8387 - val_loss: 0.1217 - val_acc: 0.7977 

Epoch 10/200 

3112/3112 [==============================] - 10653s 3s/step - loss: 0.0907 - acc: 0.8509 - val_loss: 0.1210 - val_acc: 0.7991 

Epoch 11/200 

3112/3112 [==============================] - 10175s 3s/step - loss: 0.0866 - acc: 0.8567 - val_loss: 0.1367 - val_acc: 0.7697 

Epoch 12/200 

3112/3112 [==============================] - 7602s 2s/step - loss: 0.0892 - acc: 0.8522 - val_loss: 0.1126 - val_acc: 0.8117 
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Epoch 13/200 

3112/3112 [==============================] - 7504s 2s/step - loss: 0.0837 - acc: 0.8618 - val_loss: 0.1166 - val_acc: 0.8035 

Epoch 14/200 

3112/3112 [==============================] - 8044s 3s/step - loss: 0.0836 - acc: 0.8602 - val_loss: 0.1156 - val_acc: 0.8044 

Epoch 15/200 

3112/3112 [==============================] - 20204s 6s/step - loss: 0.0805 - acc: 0.8670 - val_loss: 0.1145 - val_acc: 0.8117 

Epoch 16/200 

3112/3112 [==============================] - 10576s 3s/step - loss: 0.0792 - acc: 0.8711 - val_loss: 0.1132 - val_acc: 0.8083 

 5%|██████▏ | 1/20 [4:26:41<84:27:05, 16001.34s/it] 

batch_size: 200 

epochs: 200 

patience: 6 

layers: 4 

optimizer: nadam 

activation: tanh 

loss: mean_squared_error 

(None, 28160) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 7881s 3s/step - loss: 0.2059 - acc: 0.5819 - val_loss: 0.1583 - val_acc: 0.7129 

Epoch 2/200 

3112/3112 [==============================] - 7773s 2s/step - loss: 0.1330 - acc: 0.7503 - val_loss: 0.1403 - val_acc: 0.7447 

Epoch 3/200 

3112/3112 [==============================] - 7815s 3s/step - loss: 0.1229 - acc: 0.7654 - val_loss: 0.1293 - val_acc: 0.7606 

Epoch 4/200 

3112/3112 [==============================] - 8498s 3s/step - loss: 0.1128 - acc: 0.7892 - val_loss: 0.1844 - val_acc: 0.6339 

Epoch 5/200 

3112/3112 [==============================] - 11289s 4s/step - loss: 0.1180 - acc: 0.7879 - val_loss: 0.1627 - val_acc: 0.7235 

Epoch 6/200 

3112/3112 [==============================] - 8939s 3s/step - loss: 0.1123 - acc: 0.8021 - val_loss: 0.1455 - val_acc: 0.7510 

Epoch 7/200 

3112/3112 [==============================] - 8078s 3s/step - loss: 0.0948 - acc: 0.8329 - val_loss: 0.1422 - val_acc: 0.7572 

Epoch 8/200 

3112/3112 [==============================] - 10844s 3s/step - loss: 0.0972 - acc: 0.8310 - val_loss: 0.1203 - val_acc: 0.7895 

Epoch 9/200 

3112/3112 [==============================] - 8359s 3s/step - loss: 0.0842 - acc: 0.8515 - val_loss: 0.1280 - val_acc: 0.7760 

Epoch 10/200 
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3112/3112 [==============================] - 8623s 3s/step - loss: 0.0885 - acc: 0.8429 - val_loss: 0.1242 - val_acc: 0.7750 

Epoch 11/200 

3112/3112 [==============================] - 7819s 3s/step - loss: 0.0916 - acc: 0.8397 - val_loss: 0.1285 - val_acc: 0.7688 

Epoch 12/200 

3112/3112 [==============================] - 7842s 3s/step - loss: 0.0839 - acc: 0.8528 - val_loss: 0.1176 - val_acc: 0.7943 

Epoch 13/200 

3112/3112 [==============================] - 8458s 3s/step - loss: 0.0829 - acc: 0.8554 - val_loss: 0.1387 - val_acc: 0.7697 

Epoch 14/200 

3112/3112 [==============================] - 9422s 3s/step - loss: 0.0763 - acc: 0.8679 - val_loss: 0.1261 - val_acc: 0.7799 

Epoch 15/200 

3112/3112 [==============================] - 10597s 3s/step - loss: 0.0761 - acc: 0.8695 - val_loss: 0.1525 - val_acc: 0.7466 

Epoch 16/200 

3112/3112 [==============================] - 21607s 7s/step - loss: 0.0814 - acc: 0.8599 - val_loss: 0.1423 - val_acc: 0.7606 

Epoch 17/200 

3112/3112 [==============================] - 9655s 3s/step - loss: 0.0766 - acc: 0.8699 - val_loss: 0.1353 - val_acc: 0.7726 

2076/2076 [==============================] - 769s 371ms/step 

 10%|████████████ | 1/20 [48:18:09<917:44:58, 173889.42s/it] 

batch_size: 200 

epochs: 100 

patience: 8 

layers: 2 

optimizer: adadelta 

activation: tanh 

loss: mean_squared_error 

(None, 112640) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/100 

3112/3112 [==============================] - 22163s 7s/step - loss: 0.2437 - acc: 0.5842 - val_loss: 0.1831 - val_acc: 0.6932 

Epoch 2/100 

3112/3112 [==============================] - 23315s 7s/step - loss: 0.1622 - acc: 0.7262 - val_loss: 0.1328 - val_acc: 0.7697 

Epoch 3/100 

3112/3112 [==============================] - 31281s 10s/step - loss: 0.1432 - acc: 0.7542 - val_loss: 0.1257 - val_acc:0.7755 

Epoch 4/100 

3112/3112 [==============================] - 22465s 7s/step - loss: 0.1146 - acc: 0.7969 - val_loss: 0.1409 - val_acc: 0.7567 

Epoch 5/100 

3112/3112 [==============================] - 22414s 7s/step - loss: 0.1192 - acc: 0.7943 - val_loss: 0.1239 - val_acc: 0.7823 

Epoch 6/100 
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3112/3112 [==============================] - 26990s 9s/step - loss: 0.1110 - acc: 0.8053 - val_loss: 0.1537 - val_acc: 0.7163 

Epoch 7/100 

3112/3112 [==============================] - 22607s 7s/step - loss: 0.1103 - acc: 0.8094 - val_loss: 0.1549 - val_acc: 0.7331 

Epoch 8/100 

3112/3112 [==============================] - 22546s 7s/step - loss: 0.1149 - acc: 0.8033 - val_loss: 0.1681 - val_acc: 0.7250 

Epoch 9/100 

3112/3112 [==============================] - 22502s 7s/step - loss: 0.1011 - acc: 0.8281 - val_loss: 0.1161 - val_acc: 0.8001 

Epoch 10/100 

3112/3112 [==============================] - 32884s 11s/step - loss: 0.0915 - acc: 0.8419 - val_loss: 0.1138 - val_acc:0.8059 

Epoch 11/100 

3112/3112 [==============================] - 24863s 8s/step - loss: 0.1011 - acc: 0.8246 - val_loss: 0.1193 - val_acc: 0.7962 

Epoch 12/100 

3112/3112 [==============================] - 23013s 7s/step - loss: 0.0984 - acc: 0.8358 - val_loss: 0.1249 - val_acc: 0.7770 

Epoch 13/100 

3112/3112 [==============================] - 30247s 10s/step - loss: 0.0910 - acc: 0.8400 - val_loss: 0.1232 - val_acc:0.7943 

Epoch 14/100 

3112/3112 [==============================] - 23439s 8s/step - loss: 0.0969 - acc: 0.8358 - val_loss: 0.1205 - val_acc: 0.7987 

Epoch 15/100 

3112/3112 [==============================] - 22433s 7s/step - loss: 0.0910 - acc: 0.8413 - val_loss: 0.1116 - val_acc: 0.8059 

Epoch 16/100 

3112/3112 [==============================] - 24364s 8s/step - loss: 0.0945 - acc: 0.8409 - val_loss: 0.1180 - val_acc: 0.7996 

Epoch 17/100 

3112/3112 [==============================] - 25020s 8s/step - loss: 0.0946 - acc: 0.8371 - val_loss: 0.1345 - val_acc: 0.7794 

Epoch 19/100 

3112/3112 [==============================] - 26416s 8s/step - loss: 0.0887 - acc: 0.8531 - val_loss: 0.1189 - val_acc: 0.7929 

B.3 Iteration-3 
  0%|                                                                                                                                           | 0/20 [00:00<?, ?it/s] 

batch_size: 200 

epochs: 200 

patience: 10 

layers: 3 

nb_neurons: 64 

optimizer: adagrad 

activation: tanh 

loss: mean_squared_error 

(None, 14080) 
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Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 3559s 1s/step - loss: 0.2536 - acc: 0.5578 - val_loss: 0.1613 - val_acc: 0.7182 

Epoch 2/200 

3112/3112 [==============================] - 3505s 1s/step - loss: 0.1433 - acc: 0.7371 - val_loss: 0.1453 - val_acc: 0.7259 

Epoch 3/200 

3112/3112 [==============================] - 3502s 1s/step - loss: 0.1118 - acc: 0.7857 - val_loss: 0.1059 - val_acc: 0.7799 

Epoch 4/200 

3112/3112 [==============================] - 3529s 1s/step - loss: 0.0985 - acc: 0.8094 - val_loss: 0.1051 - val_acc: 0.7861 

Epoch 5/200 

3112/3112 [==============================] - 3506s 1s/step - loss: 0.0855 - acc: 0.8329 - val_loss: 0.1114 - val_acc: 0.7707 

Epoch 6/200 

3112/3112 [==============================] - 3503s 1s/step - loss: 0.0835 - acc: 0.8377 - val_loss: 0.1007 - val_acc: 0.7919 

Epoch 7/200 

3112/3112 [==============================] - 3499s 1s/step - loss: 0.0783 - acc: 0.8525 - val_loss: 0.1004 - val_acc: 0.7982 

Epoch 8/200 

3112/3112 [==============================] - 3506s 1s/step - loss: 0.0772 - acc: 0.8509 - val_loss: 0.0970 - val_acc: 0.8044 

Epoch 9/200 

3112/3112 [==============================] - 3513s 1s/step - loss: 0.0705 - acc: 0.8695 - val_loss: 0.0978 - val_acc: 0.7982 

Epoch 10/200 

3112/3112 [==============================] - 3509s 1s/step - loss: 0.0695 - acc: 0.8673 - val_loss: 0.1075 - val_acc: 0.7905 

Epoch 11/200 

3112/3112 [==============================] - 3499s 1s/step - loss: 0.0713 - acc: 0.8615 - val_loss: 0.0969 - val_acc: 0.8030 

Epoch 12/200 

3112/3112 [==============================] - 3507s 1s/step - loss: 0.0641 - acc: 0.8808 - val_loss: 0.1033 - val_acc: 0.7914 

Epoch 13/200 

3112/3112 [==============================] - 3501s 1s/step - loss: 0.0670 - acc: 0.8676 - val_loss: 0.0968 - val_acc: 0.8064 

Epoch 14/200 

3112/3112 [==============================] - 3503s 1s/step - loss: 0.0625 - acc: 0.8859 - val_loss: 0.0980 - val_acc: 0.8044 

Epoch 15/200 

3112/3112 [==============================] - 3513s 1s/step - loss: 0.0604 - acc: 0.8917 - val_loss: 0.0959 - val_acc: 0.8112 

Epoch 16/200 

3112/3112 [==============================] - 3501s 1s/step - loss: 0.0592 - acc: 0.8943 - val_loss: 0.0980 - val_acc: 0.8054 

Epoch 17/200 

3112/3112 [==============================] - 3505s 1s/step - loss: 0.0566 - acc: 0.8962 - val_loss: 0.1040 - val_acc: 0.7953 
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Epoch 18/200 

3112/3112 [==============================] - 7930s 3s/step - loss: 0.0588 - acc: 0.8914 - val_loss: 0.1031 - val_acc: 0.7943 

Epoch 19/200 

3112/3112 [==============================] - 4610s 1s/step - loss: 0.0568 - acc: 0.8978 - val_loss: 0.1019 - val_acc: 0.7987 

Epoch 20/200 

3112/3112 [==============================] - 4170s 1s/step - loss: 0.0545 - acc: 0.9039 - val_loss: 0.1024 - val_acc: 0.7943 

Epoch 21/200 

3112/3112 [==============================] - 3999s 1s/step - loss: 0.0527 - acc: 0.9049 - val_loss: 0.1020 - val_acc: 0.7972 

Epoch 22/200 

3112/3112 [==============================] - 3818s 1s/step - loss: 0.0512 - acc: 0.9084 - val_loss: 0.1076 - val_acc: 0.7842 

Epoch 23/200 

3112/3112 [==============================] - 3809s 1s/step - loss: 0.0508 - acc: 0.9094 - val_loss: 0.1007 - val_acc: 0.7987 

Epoch 24/200 

3112/3112 [==============================] - 3676s 1s/step - loss: 0.0478 - acc: 0.9161 - val_loss: 0.1073 - val_acc: 0.7832 

Epoch 25/200 

3112/3112 [==============================] - 3730s 1s/step - loss: 0.0478 - acc: 0.9139 - val_loss: 0.1020 - val_acc: 0.8020 

2076/2076 [==============================] - 413s 199ms/step 

Confusion Matrix 

[[572  75  63] 

 [ 96 526  62] 

 [ 50  57 575]] 

Classification Report 

             precision    recall  f1-score   support 

        bed       0.80      0.81      0.80       710 

        cat       0.80      0.77      0.78       684 

      happy       0.82      0.84      0.83       682 

avg / total       0.81      0.81      0.81      2076 

  5%|██████                                                                                                                   | 1/20 [26:37:01<505:43:36, 95821.93s/it] 

batch_size: 200 

epochs: 200 

patience: 4 

layers: 2 

nb_neurons: 256 

optimizer: adagrad 

activation: relu 
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loss: mean_squared_error 

(None, 56320) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 27205s 9s/step - loss: 0.4425 - acc: 0.3310 - val_loss: 0.4470 - val_acc: 0.3295 

Epoch 2/200 

3112/3112 [==============================] - 23160s 7s/step - loss: 0.4417 - acc: 0.3374 - val_loss: 0.4470 - val_acc: 0.3295 

Epoch 3/200 

3112/3112 [==============================] - 21841s 7s/step - loss: 0.4419 - acc: 0.3371 - val_loss: 0.4470 - val_acc: 0.3295 

Epoch 4/200 

3112/3112 [==============================] - 21876s 7s/step - loss: 0.4419 - acc: 0.3371 - val_loss: 0.4470 - val_acc: 0.3295 

Epoch 5/200 

3112/3112 [==============================] - 20790s 7s/step - loss: 0.4419 - acc: 0.3371 - val_loss: 0.4470 - val_acc: 0.3295 

2076/2076 [==============================] - 4595s 2s/step 

 10%|████████████                                                                                                            | 2/20 [59:48:19<514:35:32, 
102918.49s/it] 

batch_size: 200 

epochs: 200 

patience: 4 

layers: 1 

nb_neurons: 128 

optimizer: adam 

activation: tanh 

loss: mean_squared_error 

(None, 28160) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/200 

3112/3112 [==============================] - 4757s 2s/step - loss: 0.2243 - acc: 0.5900 - val_loss: 0.1521 - val_acc: 0.7423 

Epoch 2/200 

3112/3112 [==============================] - 4769s 2s/step - loss: 0.1452 - acc: 0.7558 - val_loss: 0.1423 - val_acc: 0.7596 

Epoch 3/200 

3112/3112 [==============================] - 4781s 2s/step - loss: 0.1298 - acc: 0.7834 - val_loss: 0.1379 - val_acc: 0.7717 

Epoch 4/200 

3112/3112 [==============================] - 5842s 2s/step - loss: 0.1208 - acc: 0.7979 - val_loss: 0.1436 - val_acc: 0.7567 

Epoch 5/200 

3112/3112 [==============================] - 6047s 2s/step - loss: 0.1192 - acc: 0.8008 - val_loss: 0.1319 - val_acc: 0.7823 
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Epoch 6/200 

3112/3112 [==============================] - 6480s 2s/step - loss: 0.1078 - acc: 0.8188 - val_loss: 0.1300 - val_acc: 0.7885 

Epoch 7/200 

3112/3112 [==============================] - 5027s 2s/step - loss: 0.1086 - acc: 0.8139 - val_loss: 0.1393 - val_acc: 0.7630 

Epoch 8/200 

3112/3112 [==============================] - 5185s 2s/step - loss: 0.1120 - acc: 0.8114 - val_loss: 0.1363 - val_acc: 0.7707 

Epoch 9/200 

3112/3112 [==============================] - 5301s 2s/step - loss: 0.1065 - acc: 0.8223 - val_loss: 0.1265 - val_acc: 0.7881 

Epoch 10/200 

3112/3112 [==============================] - 5883s 2s/step - loss: 0.0990 - acc: 0.8339 - val_loss: 0.1216 - val_acc: 0.7967 

Epoch 11/200 

3112/3112 [==============================] - 5655s 2s/step - loss: 0.0929 - acc: 0.8425 - val_loss: 0.1228 - val_acc: 0.7895 

Epoch 12/200 

3112/3112 [==============================] - 5278s 2s/step - loss: 0.0889 - acc: 0.8454 - val_loss: 0.1187 - val_acc: 0.7977 

Epoch 13/200 

3112/3112 [==============================] - 4809s 2s/step - loss: 0.0849 - acc: 0.8557 - val_loss: 0.1181 - val_acc: 0.7953 

Epoch 14/200 

3112/3112 [==============================] - 4805s 2s/step - loss: 0.0819 - acc: 0.8557 - val_loss: 0.1161 - val_acc: 0.8030 

Epoch 15/200 

3112/3112 [==============================] - 4790s 2s/step - loss: 0.0788 - acc: 0.8631 - val_loss: 0.1144 - val_acc: 0.7962 

Epoch 16/200 

3112/3112 [==============================] - 4785s 2s/step - loss: 0.0792 - acc: 0.8641 - val_loss: 0.1127 - val_acc: 0.8035 

Epoch 17/200 

3112/3112 [==============================] - 4801s 2s/step - loss: 0.0780 - acc: 0.8615 - val_loss: 0.1188 - val_acc: 0.7909 

Epoch 18/200 

3112/3112 [==============================] - 4806s 2s/step - loss: 0.0787 - acc: 0.8654 - val_loss: 0.1139 - val_acc: 0.8006 

Epoch 19/200 

3112/3112 [==============================] - 4797s 2s/step - loss: 0.0775 - acc: 0.8628 - val_loss: 0.1105 - val_acc: 0.8078 

Epoch 20/200 

3112/3112 [==============================] - 4831s 2s/step - loss: 0.0766 - acc: 0.8650 - val_loss: 0.1160 - val_acc: 0.8035 

Epoch 21/200 

3112/3112 [==============================] - 5667s 2s/step - loss: 0.0820 - acc: 0.8557 - val_loss: 0.1161 - val_acc: 0.8039 

Epoch 22/200 

3112/3112 [==============================] - 5120s 2s/step - loss: 0.0837 - acc: 0.8528 - val_loss: 0.1128 - val_acc: 0.8059 

Epoch 23/200 
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3112/3112 [==============================] - 5040s 2s/step - loss: 0.0759 - acc: 0.8686 - val_loss: 0.1113 - val_acc: 0.8054 

2076/2076 [==============================] - 808s 389ms/step 

 15%|██████████████████                                                                                               | 3/20 [93:09:27<510:18:00, 
108063.57s/it] 

batch_size: 200 

epochs: 100 

patience: 10 

layers: 1 

nb_neurons: 256 

optimizer: adamax 

activation: relu 

loss: mean_squared_error 

(None, 56320) 

Train on 3112 samples, validate on 2076 samples 

Epoch 1/100 

3112/3112 [==============================] - 18294s 6s/step - loss: 0.4396 - acc: 0.3371 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 2/100 

3112/3112 [==============================] - 13728s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 3/100 

3112/3112 [==============================] - 13722s 4s/step - loss: 0.4393 - acc: 0.3409 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 4/100 

3112/3112 [==============================] - 13736s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 5/100 

3112/3112 [==============================] - 13855s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 6/100 

3112/3112 [==============================] - 13752s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 7/100 

3112/3112 [==============================] - 14065s 5s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 8/100 

3112/3112 [==============================] - 13517s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 9/100 

3112/3112 [==============================] - 13565s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 10/100 

3112/3112 [==============================] - 13602s 4s/step - loss: 0.4392 - acc: 0.3413 - val_loss: 0.4473 - val_acc: 0.3290 

Epoch 11/100 

3112/3112 [==============================] - 13606s 4s/step - loss: 0.4391 - acc: 0.3413 - val_loss: 0.4462 - val_acc: 0.3304 
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Epoch 12/100 

3112/3112 [==============================] - 13880s 4s/step - loss: 0.4387 - acc: 0.3419 - val_loss: 0.4449 - val_acc: 0.3324 

Epoch 13/100 

3112/3112 [==============================] - 15769s 5s/step - loss: 0.4378 - acc: 0.3432 - val_loss: 0.4327 - val_acc: 0.3492 

Epoch 14/100 

3112/3112 [==============================] - 17825s 6s/step - loss: 0.3857 - acc: 0.4184 - val_loss: 0.3910 - val_acc: 0.4104 

Epoch 15/100 

3112/3112 [==============================] - 13857s 4s/step - loss: 0.3955 - acc: 0.4046 - val_loss: 0.3855 - val_acc: 0.4196 

Epoch 16/100 

3112/3112 [==============================] - 13861s 4s/step - loss: 0.3637 - acc: 0.4512 - val_loss: 0.3545 - val_acc: 0.4624 

Epoch 17/100 

3112/3112 [==============================] - 17983s 6s/step - loss: 0.3420 - acc: 0.4820 - val_loss: 0.3209 - val_acc: 0.5135 

Epoch 18/100 

3112/3112 [==============================] - 17124s 6s/step - loss: 0.3116 - acc: 0.5286 - val_loss: 0.3558 - val_acc: 0.4639 

Epoch 19/100 

3112/3112 [==============================] - 26551s 9s/step - loss: 0.3233 - acc: 0.5112 - val_loss: 0.3063 - val_acc: 0.5361 

Epoch 20/100 

3112/3112 [==============================] - 13903s 4s/step - loss: 0.2820 - acc: 0.5726 - val_loss: 0.2932 - val_acc: 0.5549 

Epoch 21/100 

3112/3112 [==============================] - 13756s 4s/step - loss: 0.2789 - acc: 0.5765 - val_loss: 0.2883 - val_acc: 0.5645 

Epoch 22/100 

3112/3112 [==============================] - 15948s 5s/step - loss: 0.2742 - acc: 0.5861 - val_loss: 0.2919 - val_acc: 0.5588 

Epoch 23/100 

3112/3112 [==============================] - 14379s 5s/step - loss: 0.3025 - acc: 0.5405 - val_loss: 0.3084 - val_acc: 0.5342 

Epoch 24/100 

3112/3112 [==============================] - 13998s 4s/step - loss: 0.2919 - acc: 0.5591 - val_loss: 0.3222 - val_acc: 0.5135 

Epoch 25/100 

3112/3112 [==============================] - 13870s 4s/step - loss: 0.2890 - acc: 0.5633 - val_loss: 0.2981 - val_acc: 0.5501 

Epoch 26/100 

3112/3112 [==============================] - 13914s 4s/step - loss: 0.2669 - acc: 0.5958 - val_loss: 0.2803 - val_acc: 0.5761 

Epoch 27/100 

3112/3112 [==============================] - 13901s 4s/step - loss: 0.2570 - acc: 0.6105 - val_loss: 0.2828 - val_acc: 0.5727 

Epoch 28/100 

3112/3112 [==============================] - 15293s 5s/step - loss: 0.2642 - acc: 0.6012 - val_loss: 0.2731 - val_acc: 0.5877 

Epoch 29/100 
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3112/3112 [==============================] - 20984s 7s/step - loss: 0.2708 - acc: 0.5897 - val_loss: 0.2760 - val_acc: 0.5824 

Epoch 30/100 

312/3112 [==============================] - 20016s 6s/step - loss: 0.2647 - acc: 0.5983 - val_loss: 0.2834 - val_acc: 0.5732 

Epoch 31/100 

3112/3112 [==============================] - 56665s18s/step - loss: 0.2575 - acc: 0.6105 - val_loss: 0.2731 - val_acc: 0.5877 

Epoch 32/100 

3112/3112 [==============================] - 16540s 5s/step - loss: 0.2525 - acc: 0.6173 - val_loss: 0.2813 - val_acc: 0.5742 

Epoch 33/100 

3112/3112 [==============================] - 17488s 6s/step - loss: 0.2656 - acc: 0.5977 - val_loss: 0.2732 - val_acc: 0.5853 

Epoch 34/100 

3112/3112 [==============================] - 15612s 5s/step - loss: 0.2557 - acc: 0.6134 - val_loss: 0.2721 - val_acc: 0.5891 

Epoch 35/100 

3112/3112 [==============================] - 16092s 5s/step - loss: 0.2528 - acc: 0.6170 - val_loss: 0.2806 - val_acc: 0.5751 

Epoch 36/100 

3112/3112 [==============================] - 17116s 6s/step - loss: 0.2496 - acc: 0.6221 - val_loss: 0.2694 - val_acc: 0.5930 

Epoch 37/100 

3112/3112 [==============================] - 16594s 5s/step - loss: 0.2479 - acc: 0.6256 - val_loss: 0.2677 - val_acc: 0.5968 

Epoch 38/100 

3112/3112 [==============================] - 14874s 5s/step - loss: 0.2508 - acc: 0.6195 - val_loss: 0.2667 - val_acc: 0.5968 

Epoch 39/100 

3112/3112 [==============================] - 13674s 4s/step - loss: 0.2491 - acc: 0.6240 - val_loss: 0.2711 - val_acc: 0.5877 

Epoch 40/100 

3112/3112 [==============================] - 15497s 5s/step - loss: 0.2530 - acc: 0.6179 - val_loss: 0.3072 - val_acc: 0.5361 

Epoch 41/100 

3112/3112 [==============================] - 17210s 6s/step - loss: 0.2809 - acc: 0.5755 - val_loss: 0.2979 - val_acc: 0.5491 

Epoch 42/100 

3112/3112 [==============================] - 13796s 4s/step - loss: 0.2612 - acc: 0.6048 - val_loss: 0.2796 - val_acc: 0.5776 

Epoch 43/100 

3112/3112 [==============================] - 16933s 5s/step - loss: 0.2569 - acc: 0.6118 - val_loss: 0.2737 - val_acc: 0.5857 

Epoch 44/100 

3112/3112 [==============================] - 13914s 4s/step - loss: 0.2533 - acc: 0.6170 - val_loss: 0.2718 - val_acc: 0.5886 

Epoch 45/100 

3112/3112 [==============================] - 13891s 4s/step - loss: 0.2463 - acc: 0.6282 - val_loss: 0.2684 - val_acc: 0.5934 

Epoch 46/100 

3112/3112 [==============================] - 13876s 4s/step - loss: 0.2481 - acc: 0.6256 - val_loss: 0.2657 - val_acc: 0.5978 


